
ABSTRACT

LIU, XIANPENG. Towards Robust Camera-based 3D Object Detection by Learning Robust
2D-to-3D and 3D-to-2D Representations. (Under the direction of Dr. Tianfu Wu).

3D object detection is a crucial component in numerous computer vision applications,

including autonomous driving and robot navigation. Recent advances in deep learning tech-

niques have markedly enhanced this field, utilizing various sensing modalities such as LiDAR,

radar, and cameras (stereo, monocular, multi-view). Among these, camera-based systems have

become a viable and cost-effective alternative to the more expensive LiDAR systems, thus

reducing the overall expense of perception systems.

However, due to the inherent ill-pose challenges in camera sensing systems, training deep

neural networks for this task is significantly more data-intensive compared to depth-aware

sensing systems. The high cost of acquiring 3D labels often leads to limited detection accuracy

and robustness in camera-based methods. Therefore, the main challenges in this field involve

devising effective representations for camera-based 3D object detection tasks and maximizing

the use of limited data.

This Ph.D. thesis delves into strategies to overcome these challenges in camera-based 3D

object detection. It emphasizes fully exploiting the supervision signals in labeled data and

enhancing network design by integrating projection contexts into the modeling process. The

goal is to develop a better camera-based 3D object detection system that offers improved

detection accuracy, faster testing speeds, and minimal additional computational demands.

The thesis initiates with the development of a monocular 3D object detection method,

termed MonoCon, which utilizes auxiliary context training. MonoCon establishes that an

efficient monocular 3D object detector can be achieved without the need for supplemental

information (e.g., LiDAR/depth models, geometric/CAD priors). Experimental results indicate

that MonoCon sets new state-of-the-art in detection accuracy and inference speed.

Subsequently, the thesis investigates the explicit use of monocular contexts in the modeling

process from a top-down perspective. The method, named MonoXiver, tackles the fundamental

challenge of accurate localization of the 3D center in monocular 3D object detection. The

proposed MonoXiver is generic and can be easily integrated into existing monocular 3D de-

tection frameworks. Experimental findings demonstrate that MonoXiver consistently yields

improvements with minimal computational overhead.

Lastly, the thesis extends its scope to multi-view settings for 3D (MV3D) object detection.

It introduces a novel method called multi-view attentive contextualization (MvACon), aimed

at enhancing 2D-to-3D feature conversion in query-based MV3D object detection. MvACon



proves that global cluster-based contexts are effective in encoding dense, scene-level contexts

for MV3D object detection. The encouraging results of MvACon reinforce a prevalent notion in

computer vision: “(contextualized) features matter.”
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CHAPTER

1

INTRODUCTION

3D object detection is a critical component for numerous practical computer vision appli-

cations, such as autonomous driving and robot navigation. High-performing methods often

necessitate expensive system setups, including LiDAR, radar, and RGB-D sensors for precise

depth measurements. To capitalize on potential cost reductions and increased modular re-

dundancy, camera-based 3D object detection has emerged as a promising alternative. This

approach aims to localize 3D object bounding boxes from 2D input images and has garnered

signi�cant attention within the computer vision and AI communities. A fundamental question

in computer vision being addressed by the development of potent camera-based 3D object

detection systems is whether it is possible to recover 3D structures from 2D images (monocular

or partially monocular) that have lost depth information.

Despite rapid advancements in deep learning-based methods for camera-based 3D object

detection in recent years, primary challenges remain in learning powerful representations (2D-

to-3D) for these tasks and fully utilizing limited data. Depth is completely lost in camera sensing

systems, making the training of deep neural networks extremely data-intensive compared to

depth-aware systems, in order to mitigate over�tting. Furthermore, due to the high cost of 3D

labels and the sparsity of 3D bounding box labels, the development of camera-based methods

is often limited and challenging to generalize to unseen scenarios.

Another challenge arises from the discrepancy between the input space (2D images) and
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output space (3D world), making the lifting of 2D space to 3D space exceedingly challenging.

The design of the 2D-to-3D representation and its learning process are critically important.

The 2D-to-3D lifting can be categorized into input lifting, feature lifting, and result lifting.

Choosing the optimum lifting methods remains an open problem, but ef�ciently leveraging

input data, training labels, and designing an appropriate network are key to learning such a

powerful representation.

This Ph.D. thesis explores strategies to address the aforementioned challenges in camera-

based 3D object detection. The research focuses on fully leveraging supervision signals in

labeled data and seeking a more powerful network design by explicitly incorporating projection

contexts (3D-to-2D) into the modeling process. The aim is to develop a superior camera-based

3D object detection system with improved detection performance, faster testing speeds, and

limited additional computational burden.

Chapter 2 reviews the history of learning-based camera-based 3D object detection, dis-

cussing crucial settings such as monocular (single view) and multi-view (partially single view)

detection. The chapter begins with monocular methods, the most simplistic and challenging

setting in camera-based 3D object detection. Given the total loss of depth information in

monocular 3D object detection, leveraging prior models / data is very important. The chapter

covers monocular methods based on priors, and then methods that do not leverage prior

models/ data. It then explores multi-view 3D (MV3D) object detection methods, where a small

overlap exists between neighboring cameras. In MV3D settings, the aggregation of multi-view

sensors and temporal extracts garners considerable attention. Additionally, the chapter exam-

ines semi-supervised techniques that address the challenge of 3D data sparsity with unlabeled

data.

Chapter 3 introduces a robust Monocular 3D object detection method with auxiliary Context

(MonoCon) training. MonoCon demonstrates that a powerful monocular 3D object detector can

be achieved without relying on extra information (e.g., LiDAR / depth model, geometric / CAD

priors). The key idea is to exploit well-posed projected 2D supervision signals (3D-to-2D), such

as projected corner keypoints and their associated offset vectors relative to the center of the 2D

bounding box, as auxiliary tasks. MonoCon's end-to-end design includes a Deep Neural Network

(DNN) based feature backbone, regression head branches for learning essential parameters

for 3D bounding box prediction, and branches for learning auxiliary contexts. The auxiliary

context regression branches are discarded after training for improved inference ef�ciency.

Experiments demonstrate MonoCon's superior performance on the KITTI benchmark (car,

pedestrian, and cyclist categories) and the fastest inference speed at 38.7 fps.

Chapter 4 introduces MonoXiver, a powerful monocular 3D object detection method that

explicitly leverages monocular contexts in the modeling process. MonoXiver addresses the
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primary challenge of accurate localization of the 3D center. It adopts a stage-wise approach,

combining information �ow from 2D-to-3D (3D bounding box proposal generation with a

single 2D image) and 3D-to-2D (proposal veri�cation by denoising with 3D-to-2D contexts)

in a top-down manner. MonoXiver �rst obtains initial proposals from existing monocular 3D

detectors, generates a 3D anchor space through local-grid sampling, and then performs de-

noising at the 3D-to-2D proposal veri�cation stage. To effectively learn discriminative features

for denoising highly overlapped proposals, MonoXiver uses the Perceiver I / O Jaegle et al. (2022)

model to fuse 3D-to-2D geometric information and 2D appearance information. With the

encoded latent representation of a proposal, the veri�cation head is implemented with a self-

attention module. MonoXiver is generic and easily adaptable to any backbone monocular 3D

detectors. Experimental results on the KITTI and the challenging large-scale Waymo datasets

show consistent improvements with limited computational overhead.

Chapter 5 explores MV3D object detection, introducing the multi-view attentive contextu-

alization (MvACon) method. It enhances 2D-to-3D feature lifting in query-based MV3D object

detection. The chapter analyzes limitations in prior arts' (BEVFormer Li et al. (2022d) and PETR

Liu et al. (2022b)) local 3D awareness and proposes MvACon to induce global 3D awareness

in a plug-and-play manner. More speci�cally, MvACon approach contextualizes the original

feature maps extracted from the backbone network using a cluster-attention operation. This

builds upon the recently proposed patch-to-cluster attention (PaCa) Grainger et al. (2023). For

perspective-based decoder-only detectors like PETR, MvACon applies cluster contextualization

before the feature maps are fed into the decoder. For encoder-decoder based detectors, such

as BEVFormer and DFA3D Li et al. (2023a), MvACon incorporates cluster contextualization

within the spatial cross-attention operation. MvACon is tested on the large-scale NuScenes

dataset using three baseline query-based MV3D object detectors, showing consistent improve-

ments. Controlled experiments reveal that cluster attention contextualization signi�cantly

improves localization and velocity prediction for perspective-based decoder-only detectors,

and effectively reduces errors in location, orientation, and velocity for encoder-decoder based

detectors.

The �nal chapter summarizes the research and discusses future directions and remaining

challenges.
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CHAPTER

2

AN OVERVIEW OF CAMERA-BASED 3D

OBJECT DETECTION

In this chapter, I will provide an overview of the advancements in camera-based 3D object

detection methods. Section 2.1 will discuss various 3D object detection datasets, detailing

camera sensor con�gurations, dataset information, and evaluation metrics across different

datasets. Following that, Section 2.2 will review the development of learning-based monocular

3D object detection methods. Lastly, Section 2.3 will explore the progress of multi-view 3D

object detection techniques.

2.1 3D Object Detection Datasets

2.1.1 Datasets Overview

The detailed information and sensor con�gurations of the most commonly used 3D object

detection datasets is presented in Fig. 2.1. KITTI, introduced in 2012, is one of the earliest

large-scale 3D object detection datasets. Although the KITTI dataset is well-developed in terms

of labels and evaluation metrics, it lacks diversity in scenes and a suf�cient amount of data.

Consequently, subsequent datasets have focused on creating larger-scale datasets with more
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Table 2.1: Overview of the most commonly used 3D object detection datasets

Dataset Year Scenes #Train #Val #Test #Boxes #Classes Res.

KITTI Geiger et al. (2013) 2012 22 7481� 1 - 7518� 1 200K 8(3) 1280� 384
nuScenes Caesar et al. (2020a) 2019 1000 28130� 6 6019� 6 6008� 6 1.4M 23(10) 1600� 900
Waymo Sun et al. (2020b) 2019 1150 122200� 5 30407� 5 40077� 5 12M 4(3) 1920� 1280

diverse scenes. For instance, the nuScenes dataset comprises 28k labeled training scenes, while

the Waymo dataset boasts an impressive 122k labeled training scenes. Among these datasets,

the primary focus is on categories such as Car, Pedestrian, and Cyclist, as they are the most

crucial categories in driving scenarios.

2.1.2 Evaluation Metrics in Commonly Used Datasets

In the 3D object detection task, a 3D bounding box is parameterized by the 3D center position

P = (X ,Y,Z ) in meters, the shape dimensions D = (h ,w , l ) in meters, and the observation angle

� 2 [� � , � ], all measured in the camera coordinate system. The nuScenes dataset also requires

the prediction of the detected objects' velocities, which are parameterized by u x and u y in

meters per second.

AP3D : the KITTI 3D object detection benchmark and Waymo 3D object detection benchmark

evaluates detection results by different number of point (40 for KITTI and 100 for Waymo)

interpolated average precision of 3D bounding boxes and bird eye's view. On KITTI dataset,

the prediction results are evaluated based on three dif�culty settings, easy, moderate and

hard. On Waymo dataset, results are evaluated on two levels of dif�culty including Level_1
and Level_2 .

APH3D : The Waymo dataset also employs the APH metric to incorporate heading informa-

tion. This metric's calculation is similar to that of AP, with the distinction that each true positive

is weighted by heading accuracy, de�ned as min (j ˜� � � j,2� � j ˜� � � j)=� .

nuScenes metrics : The nuScenes dataset also adopts the Average Precision (AP) metric.

Unlike the KITTI and Waymo datasets, its matching is determined by thresholding the 2D center

distance on the ground plane rather than the intersection over union. The AP is calculated as

the normalized area under the precision-recall curve for recall and precision over 10%. The

matching thresholds are 0.5, 1, 2, and 4 meters.

nuScenes de�nes several true positive metrics, including Average Translation Error (ATE),

which calculates the Euclidean center distance in 2D (meters); Average Scale Error (ASE),

which calculates the 3D IoU after aligning orientation and translation; Average Orientation
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Error, which measures the smallest yaw angle difference between prediction and ground truth;

Average Velocity Error (AVE), which assesses the absolute velocity error as the L2 norm of

the velocity differences in 2D (m / s); and Average Attribute Error (AAE), which is 1 minus

the attribute classi�cation accuracy. Based on these de�ned metrics, nuScenes proposes a

detection score, NDS, which is de�ned as:

N DS =
1

10
[5mAP +

X
(1 � min (1,mT P ))]

2.2 Monocular 3D Object Detection Methods

Monocular 3D object detection aims to localize 3D objects in the 3D world space using a single

camera. This task is highly challenging due to the complete loss of depth information. Recent

research has demonstrated that directly learning to localize 3D bounding boxes often results

in poor detection performance. Consequently, numerous priors have been investigated to

enhance detection accuracy. These priors encompass 2D-3D geometric constraints, pre-trained

monocular depth estimation models, CAD models, off-the-shelf LiDAR detection features, and

more. In this section, I will provide an overview of detection methods based on various prior

information sources.

2.2.1 Methods with Geometric Priors

The motivation for using geometric priors in the modeling process stems from the dif�culty in

predicting the 3D location in monocular 3D object detection tasks due to the large parameter

space. In contrast, other 3D attributes, such as shape and orientation, are relatively easier to

predict as these parameters exhibit less diversity in real scenes. As a result, researchers have

proposed utilizing the correspondence relationship between 3D attributes and their projected

attributes as a geometric constraint to calculate the 3D location Mousavian et al. (2017); Li et al.

(2020a); Shi et al. (2021). However, since these attributes are not perfectly accurate, subsequent

works attempt to reduce the errors by incorporating additional geometric constraints Zhang

et al. (2021b); Liu et al. (2021d); Li et al. (2022c) or uncertainty modeling Lu et al. (2021).

Deep3DBox Deep3DBox Mousavian et al. (2017) is one of the earliest works that integrates

geometric priors into the modeling process. The geometric constraint requires that the edges

of the 2D and projected 3D boxes should �t tightly in the image space, as illustrated in Fig. 2.1.

Deep3DBox's motivation comes from the relatively accurate predictions of 2D bounding boxes,

3D box dimensions, and 3D box orientations. With these precise 2D-3D attributes available,

the translation of the 3D box can be limited to just 64 possible con�gurations. The translation is
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Figure 2.1: Deep3DBox Mousavian et al. (2017) employs the tight constraints between 2D
and 3D bounding boxes to estimate the translation vector of a 3D bounding box. It also in-
troduces the concept of regressing view-related orientation parameters rather than learning
view-agnostic yaw parameters.

then computed using the aforementioned geometric constraint. Another notable contribution

of Deep3DBox is the introduction of a multi-bin, view-dependent orientation estimation.

The core idea involves dividing the orientation parameter space into multiple bins, which

simpli�es the challenging task of regressing orientation into a combination of classi�cation

and regression of a small offset.

Figure 2.2: RTM3D Li et al. (2020a) employs perspective-n-points (pnp) algorithm to estimate
the translation vector of a 3D bounding box.
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RTM3D RTM3D Li et al. (2020a) employs perspective-n-points (PnP) constraints to estimate

the translation vector of a 3D bounding box. It utilizes vertices and the 3D center as reference

points, as shown in Fig. 2.2. The method predicts the heatmap of projected reference points,

dimensions, and orientation of the 3D bounding box. With this information available, the

translation vector can be ef�ciently calculated.

Figure 2.3: MonoRCNN Shi et al. (2021) proposed to use the relative easy-to-learn attribute, i.e.
projection relationship between 2D box height and 3D box's height, as geometric constraints.

MonoRCNN MonoRCNN Shi et al. (2021) proposes using the relatively easy-to-learn at-

tribute, i.e., the projection relationship between the 2D box height and the 3D box's height, as

geometric constraints. The pipeline of MonoRCNN is shown in Fig. 2.3. Unlike earlier works that

use geometric constraints to calculate all the 3D localization parameters, MonoRCNN employs

a neural network to predict the projected 2D center and only uses geometric constraints to

determine the 3D depth. Additionally, it is one of the earliest papers to incorporate uncertainty

modeling within the geometric constraints.

MonoFlex MonoFlex Zhang et al. (2021b) proposes using an ensemble of multiple geometric

constraints to improve the robustness of calculating 3D depth. As shown in Fig. 2.4, MonoFlex

calculates three sets of keypoint constraints to determine the box's depth. The �nal depth

output is an ensemble of four depth values, based on model uncertainty values for each depth

prediction.

AutoShape AutoShape Liu et al. (2021d) builds upon the pnp constraint proposed by RTM3D.

Unlike RTM3D, it uses denser reference points on cars instead of sparse corner reference points,

as shown in Fig. 2.5. This approach improves the robustness of depth calculation; however, it

also requires additional annotations of car CAD models. Furthermore, this method is limited

to the car category, making it dif�cult to generalize to real-world scenarios.

GUPNet GUPNet Lu et al. (2021) shares a similar approach to calculating an object's depth as
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Figure 2.4: MonoFlex Zhang et al. (2021b) proposes using an ensemble of multiple geometric
constraints to improve the robustness of calculating 3D depth.

Figure 2.5: AutoShape Liu et al. (2021d) builds upon the PnP constraint proposed by RTM3D.
Unlike RTM3D, it uses denser reference points on cars instead of sparse corner reference points.

MonoRCNN. Unlike MonoRCNN, which does not incorporate supervision for depth calculation,

GUPNet optimizes the �nal depth distribution using depth supervision. The depth distribution

is modeled using uncertainty values. To mitigate the challenges of unstable optimization

during the early training stage, GUPNet proposes a hierarchical task learning strategy to help

the network learn 2D and 3D attributes �rst, which signi�cantly stabilizes the training process.
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Figure 2.6: GUPNet optimizes the �nal depth distribution using depth supervision. The depth
distribution is modeled using uncertainty values.

Figure 2.7: MultiFusion Xu and Chen (2018) presents a pipeline that fuses depth-related
information at early, mid, and late stages of image feature maps.

2.2.2 Methods with Depth Priors

Since depth information is entirely absent in a single image, numerous works aim to explicitly

incorporate depth priors (i.e., using a monocular depth estimator to determine pixel-wise

depth or instance depth) into the modeling process to alleviate the ill-posed nature of this task.

Two main approaches exist within this line of work. The �rst involves lifting the image space

to 3D point cloud space using predicted pixel-wise depth values Wang et al. (2019); Ma et al.

(2019, 2020). The second approach directly leverages depth maps or depth feature maps in

the modeling process Ding et al. (2020); Wang et al. (2021a); Xu and Chen (2018); Reading et al.

(2021); Wang et al. (2022a); Chen et al. (2022b).
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Figure 2.8: The pipeline of psedu-LiDAR Wang et al. (2019). It lifts the image space to point
clouds using predicted depth map.

Figure 2.9: PatchNet Ma et al. (2020) demonstrates that the key to pseudo-LiDAR's effectiveness
lies in the transformation of object coordinates, rather than the point cloud representation.

MultiFusion MultiFusion Xu and Chen (2018) presents a pipeline that fuses depth-related

information at early, mid, and late stages of image feature maps. The pipeline is illustrated

in Fig. 2.7. It demonstrates the effectiveness of incorporating depth priors into the modeling

process to aid monocular 3D object detection tasks. This early work has inspired numerous

follow-up studies, such as pseudo-LiDAR Wang et al. (2019), PatchNet Ma et al. (2020), AM3D

Ma et al. (2019), and others.

pseudo-LiDAR Pseudo-LiDAR Wang et al. (2019) transforms the image space into point

clouds by utilizing predicted depth maps. The pipeline is illustrated in Fig. 2.8. Using the

predicted depth map, it back-projects each pixel to a 3D point cloud in the LiDAR coordinate

system. The pseudo-LiDAR point cloud is then processed using LiDAR-based 3D detectors.

Subsequent work, such as AM3D Ma et al. (2019), enhances pseudo-LiDAR by incorporating

color information from images.

PatchNet PatchNet Ma et al. (2020) investigates the underlying reasons for pseudo-LiDAR's
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Figure 2.10: D4LCN Ding et al. (2020) employs depth-aware dynamic kernels to interact with
image feature maps, resulting in depth-sensitive �nal outputs.

Figure 2.11: CaDDN Reading et al. (2021) is among the earliest works to explicitly lift 2D
feature space to 3D feature space. It jointly learns categorical depth distribution and image
feature maps.

success. It demonstrates that the key to pseudo-LiDAR's effectiveness lies in the transformation

of object coordinates, rather than the point cloud representation. Utilizing the pipeline depicted

in Fig. 2.9, PatchNet shows that a 2D CNN network can achieve performance comparable to

that of point cloud-based backbone networks.

D4LCN D4LCN Ding et al. (2020) employs depth-aware dynamic kernels to interact with

image feature maps, resulting in depth-sensitive �nal outputs. The pipeline of D4LCN is shown

in Fig. 2.10. A signi�cant drawback of D4LCN is that it requires multiple backbone networks to

generate both image feature maps and depth feature maps, leading to additional computational

burden. This makes it dif�cult to apply D4LCN in real-time autonomous driving scenarios.

CaDDN CaDDN Reading et al. (2021) is among the earliest works to explicitly lift 2D feature
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Figure 2.12: DfM Wang et al. (2022a) explores predicting depth maps using temporal image
pairs.

space to 3D feature space. The pipeline is depicted in Fig. 2.11. It jointly learns categorical

depth distribution and image feature maps. Then, a 3D volume feature is constructed by lifting

the image feature maps using the predicted depth distribution. Following that, it splats the

3D volume feature onto the BEV feature. Finally, a 2D convolution network is employed to

output the predicted 3D bounding box. This paper demonstrates that 3D object detection can

be performed in BEV space rather than image space, inspiring numerous follow-up works

focused on BEV 3D object detection.

DfM DfM Wang et al. (2022a) is a follow-up work to CaDDN. Unlike CaDDN, which predicts

monocular depth from a single image, DfM explores predicting depth maps using temporal

image pairs. The pipeline is illustrated in Fig. 2.12. The key challenge in DfM is the loss of

camera extrinsics in the temporal image pairs. To address this challenge, DfM employs a small

network to predict offsets between image pairs, thereby learning the pixel-wise correspondence

relationships among the temporal image pairs.

2.2.3 Methods with Other Priors

Methods using CAD priors DeepManta Chabot et al. (2017) and Mono3D ++ He and Soatto

(2019) utilize CAD models to match 3D boxes. The 3D bounding boxes can then be inferred

using the best-matched CAD models. The detailed pipelines for these approaches are shown

in Fig.2.13 and Fig.2.14.

Methods using LiDAR-Image feature alignment As noted in LIGA-Stereo Guo et al. (2021),

there exists a semantic gap between image-modal feature maps and LiDAR-modal feature

maps. Image-based feature maps contain more shape and texture-related features, while LiDAR-

based feature maps comprise more geometric-related features. Inspired by these observations,

MonoDistill Chong et al. (2022) and CMKD Hong et al. (2022) propose enforcing feature align-

ment between LiDAR and image features. The distinction between these two methods lies in
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