ABSTRACT

SANGARYA, VISHWESH. Representation Shift Quantifying Estimator for Estimating Retraining
Cost to Distribution Shifts. (Under the direction of Dr. Jung-Eun Kim).

From a sustainability perspective, when a model encounters distribution shifts, reusing
an existing model through retraining instead of developing a new model is an effective and
resource-efficient approach. This thesis introduces the REpresentation Shift QUantifying Esti-
mator, a quantitative estimator that predicts the cost of retraining a model to various distribu-
tional shifts. It provides, even without retraining a model, a single concise estimate of resources
required for retraining the model from the old to new data distribution. Hence, ReSQuE helps
us predict the cost savings that we can achieve from retraining, as compared with training a
new model from scratch. Through extensive experiments, we show that ReSQuE predicts the
retraining costs associated with various retraining measures. Our results validate that ReSQuUE
is an effective indicator in terms of epochs, gradient norms, changes of parameter magnitude,
energy, and carbon emissions. These measures align with the ReSQuE values even with varying
noise types and noise intensities. Use of ReSQuUE enables an informed decision among multiple
models to determine the most cost-effective and sustainable option, allowing for the reuse of a

model with a much smaller footprint in the environment.
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CHAPTER

1

INTRODUCTION

Considering the entire lifecycle of a neural network model development, the impact of the
training procedure on the environment is substantial, especially with respect to energy and
other resources. It would be preferable for a model to be used frequently for a long time “as
is”, however, this is not always the case. Models must sometimes adapt to a new environment,
due to shifts in data distribution, change in number of classes or labels, certain samples may
go stale, or there could be change in number of samples. A sustainable solution to such a
situation, with regard to energy and resource consumption, is  reusing an existing model to
adapt to the new distribution. That is, models trained on the original data can be adapted to
new distribution shifts with minimal retraining instead of training from scratch. Retraining
can achieve satisfactory accuracy on the new distribution while exhibiting lower computation
costs, thus reducing energy consumption and carbon emissions. The primary objective of this
paper is the introduction of a novel metric designed to predict and estimate the retraining
costs associated with reusing a model on distributional shifts, across various noise types and
levels of corruption. We provide empirical evidence to show that model retraining signi cantly
lowers compute costs compared to training a new model from scratch.

Hence, in this paper, we propose REpresentation Shift QUantifying Estimator ( ReSQuHo
predict the cost of retraining a model to a new environment.  ReSQu#wanti es the change in
the representation outputs for the new distribution shift and aggregates it for the entire model.




ReSQuEan be used to estimate the resource costs that would be expended when different
models are retrained to distributional shifts due to noise, perturbations, or corruptions. ReSQUE
requires only a single forward pass of the model, following which it provides a single concise
guantitative estimate to compare and predict a model's retraining cost.

We conducted experiments to validate that ReSQuéccurately predicts retraining measures
such as epochs, gradient norm, change in parameter magnitudes, energy consumption, and
carbon emissions. ReSQUuBot only helps predict the behavior of a model for different levels
of noise but also allows comparisons among different models. Using ReSQUE, deep learning
practitioners and organizations can make informed decisions on deploying models that meet
sustainability and resource usage goals.



CHAPTER

2

RELATED WORK

Distribution shifts can occur due to several factors and can be of different types and intensities
as seen in Hendrycks and Dietterich (2019); Arjovsky et al. (2020); Hendrycks et al. (2021).
Djolonga et al. (2021); Andreassen et al. (2021); Drenkow et al. (2022); Taori et al. (2020) show
how larger model size or training data size can marginally impact the robustness of models to
distribution shifts. Augmentation techniques Hendrycks et al. (2020); Liu et al. (2022); Zhang
et al. (2018); Kim et al. (2020); Lee et al. (2020) have been shown to provide robustness to
some types of distribution shifts, but are computationally heavy and require training a model
from scratch. These methods produce robust models for certain distribution shifts, but have
marginal improvements on other distribution shifts. Several research works Geirhos et al.
(2020); Yin et al. (2020); Ford et al. (2019) have shown that there is a non-uniform improvement
in robustness to the different distribution shifts, in some cases improvement on one type of
noise or corruption results in decreased performance on other distributional shifts. Methods
using test time adaptation Lim et al. (2023); Niu et al. (2022); Goyal et al. (2022); Wang et al.
(2022) exhibit only minimal improvements in model robustness, rely on batch data, and fail to
provide substantial bene ts in scenarios with elevated noise levels. If the test time information

is insuf cient for adapting the model's prediction, these methods fail to provide accurate and

con dent outputs during inference.



Schwartz et al. (2019) originally coined the concept of Green Al and Red Al, emphasizing
how the substantial growth in computational complexity and resource usage of models led to
only marginal enhancements in accuracy. They highlight the need for sustainable practices
to go hand in hand with performance improvements when developing models. Verdecchia
et al. (2023) conduct a systematic survey of recent works in sustainable deep learning and
show that energy consumption and carbon footprint are the two most predominant measures
to quantify sustainability. Related works Xu et al. (2023, 2021); Garcia-Martin et al. (2019);
McDonald et al. (2022) tackle the issue of energy consumption of neural networks. Strubell et al.
(2019); Bannour et al. (2021) demonstrate the signi cant environmental impact of modern deep
learning methods due to the carbon footprint associated with training models. Henderson
et al. (2020); Patterson et al. (2021) call attention to the lack of carbon emission reporting
in deep learning research. They provide frameworks for carbon emission measurement and
documentation with an emphasis on quantifying the sustainability aspects of training models.
Schmidt et al. (2021); Anthony et al. (2020); Lacoste et al. (2019) provide tools and frameworks
to estimate carbon emissions based on energy usage while training models and emissions
from energy generation.

Agarwal et al. (2022); Lee and AlRegib (2020); Huang et al. (2021) show how gradients are an
important tool in measuring the dif culty of samples and identifying samples that belong to
new distributions. They show how the gradients are steeper and have larger values for dif cult
data and for out of distribution data. Works such as Stacke et al. (2020) use the change in layer
representation to study pathology data and focus their work to individual layers of a model to
show it correlates to accuracy loss on domain shifts.

Various research studies Raiber and Kurland (2017); Abou-Moustafa and Ferrie (2012)
demonstrate that commonly used distance measures are not suf cient enough to be an effective
metric. Faber et al. (2021); Tolstikhin et al. (2018); Arjovsky et al. (2017) study the drawbacks of
prevalent divergence metrics for speci c use cases.
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REPRESENTATION SHIFT QUANTIFYING
ESTIMATOR

REpresentation Shift QUantifying Estimator ( ReSQUuUEguanti es the change in model's repre-
sentation between the data it was trained on and a new distribution. = ReSQuIs calculated per
layer of the model and averaged to give a concise scalar value that describes the magnitude of
the shift in a model's representation.

To capture the representation for each dataset, we perform one forward pass of the entire
dataset d through the model. During the forward pass, the activation outputs of each lter
or neuron are collected. For convolutional layers, to reduce the memory requirements, the
activation outputs are averaged. For each layer | with k lters, the probability function of a
given lter (f, )4 is obtained by iterating over dataset d of size m and collecting the averaged
activation values. We introduce the lIter probability distribution, (f; x)a In Algorithm 1, where
(R k)4 is a set containing the averaged activation values for the dataset d.P F represents the
probability distribution function computed on the complete set of activation data. For every
data sample x, lter activation output 1, is summed and averaged. In the activation output, i
and j are the indices in height h and width w, respectively.

With those Iter probability distributions, given a dataset d, for each layer |, the layer



Algorithm 1 Calculate Iter probability distribution fi x
Input: Datasetd with samples 1to m
Output: Probability distribution  (f, )4 of Iter k inlayer | with dataset d
:(Rx)a fo
- forx 1tom do
. . 1 P h
avg_activation e i$1,1=1(|x)i,i
(Rx)a (Rx)l avg_activation
end for

- (f ,k)d PF((R ,k)d)

probability distribution P 4 is obtained as follows

1 X
Pa= . (i k) (3.1)

k=1
where n, represents the number of Iters /neurons in a given layer | . For each layer, the I-
ter/ neuron probability distributions are summed and averaged to produce a layer probability
distribution as shown in  (3.1). Then, the Representation Shift Quantifying Estimator, ReSQUE
fordata d 1 and d 2, is obtained as follows:

ReSQuE(dl,dZ)z%><L WD (P 41,P 42) (3.2)
=1

where W D represents Wasserstein distance between the two probability distributions for the
two representations. (3.2) provides the nal scalar value of ReSQufor a model with L layers,
where P, 4; and B, 4, represent the probability distributions for a given layer | over the original
data and new data, respectively. ReSQUuIs calculated by nding the average of the Wasserstein
distance between each layer's corresponding probability distribution for the entire model. A
larger value of ReSQuEepresents a greater amount of shift, indicating that a new distribution
requires a higher degree of effort to be learned.

Fig. 3.1 depicts the procedure to nd the distance between the representation of two
distributions at a given layer | of the model. It shows the process of aggregating average
activation values for each lter, followed by creating a Iter-wise probability distribution which
is then used to generate a layer-wise probability distribution.

We opt for Wasserstein distance over other potential measures such as Kullback-Leibler (KL)
divergence, Bhattacharya distance, Jensen-Shannon divergence, and Hellinger distance. While
KL-divergence and Bhattacharya distance are suitable measures to quantify the difference
between probability distributions, their failure to obey symmetric property Raiber and Kurland



Figure 3.1: Example description of Wasserstein distance between 2 data distributions for layer
l.

(2017) and triangle inequality Abou-Moustafa and Ferrie (2012), respectively, led to being
excluded as a metric for our work according to our preliminary investigation. Jensen-Shannon
divergence which is derived from Kullback-Leibler divergence, and the Hellinger distance
which relies on the Bhattacharya coef cient, exhibit the necessary properties to overcome the
shortcomings of KL-divergence and Bhattacharya distance.

Although Jensen-Shannon divergence is symmetric in nature, a range of studies, including
Faber etal. (2021) provide details and intuition behind why Wasserstein distance is better suited
than KL divergence and its variants for certain use cases. In particular, Wasserstein distance is
more suitable for problems where quantifying the exact difference between the distributions
has greater importance than measuring the likelihood between distributions. This use case is
also highlighted in several areas of generative modeling Tolstikhin et al. (2018); Arjovsky et al.
(2017), where the use of Wassertein distance provides a better distance value between the model
distribution and the target distribution. They show how KL and Jensen-Shannon divergence
can “max out” which can lead to distance values that are not representative of the actual
distance between the distributions, while Wasserstein distance still provides useful distance
values. Similarly, Ocal et al. (2019) shows how Hellinger distance fails to be effective when there
is no overlap between distributions. As it is important to consider horizontal distances within
the metric space when comparing “clean” and “noisy” data distributions of varying intensities,
Wasserstein distance with its displacement-based measurement is the most ideal measure.



To aggregate the various probability distributions within a layer, we use the mixture sum of
probability distributions Hill and Miller (2011); Pownuk and Kreinovich (2017), as each lter's
distribution is independent of other Iters within the layer. Taking a product of the independent
distributions has the potential for vanishing information due to repeated Iter probability
products. Aggregating all lter outputs to generate a layer distribution without using Iter
distributions leads to individual Iter characteristics not being preserved. Hence, the mixture
sum of distributions ensures individual Iter distribution's characteristics are preserved, and

there is no loss of information.
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RETRAINING MEASURES

Retraining measures are useful quanti ers to measure the effort and resources required to
adapt a model to the new distribution. To quantify the cost that would be incurred in retraining

we evaluate several measures - epochs, gradient norm, change in parameter magnitude, energy,
and carbon emissions. In particular, energy and carbon emissions represent sustainability
costs that are likely to embody an ultimate goal to potential users.

4.1 Epochs

When a model is retrained and adapted to a new distribution, epochs are expended. Hence,
predicting retraining epochs would allow users to determine the amount of computational cost
that they need to spend. To measure the number of epochs that will be expended for retraining
amodel, we set a speci c cutoff test accuracy for each dataset and measure the epochs a model
takes to reach the speci c test accuracy for consistent comparisons across instances. A cutoff
testaccuracy is also used to support real-world use cases where a model needs to meet a certain
test performance to be deployed. Utilizing additional cutoff conditions, training is terminated
after either 25 or 50 epochs if the accuracy gap from the speci ed cutoff accuracy is within 0.1%
or 0.5%, respectively. In the experiment, we show how consistently ReSQuBRligns with the
number of epochs, which validates that ReSQuIs an effective retraining predictive quanti er.



4.2 Gradient Norm

Gradient norm shows the dif culty of learning a new distribution and information regarding

the likely steepness to reach convergence. For instance, several studies Agarwal et al. (2022);
Lee and AlRegib (2020); Huang et al. (2021) use gradient norm as a proxy for sample dif culty.
They compute gradients using a uniform distribution and do not make use of ground truth
label information. For our objective, we measure the gradient norm by utilizing the ground
truth label. During retraining, we measure the overall gradient norm for each instance by
aggregating the gradient norm at each time step. The nal gradient norm value represents the
total magnitude of gradients the model encountered throughout the retraining process.

4.3 Parameter change - Normalized Euclidean distance

Change in parameter value for the entire retraining process represents the magnitude of updates

a parameter undergoes. That is, during the retraining process, if the model goes through
consistently high parameter changes, it indicates that the model needs to learn more on the
new task or distribution. Hence, it is useful to use ReSQuio estimate a model's parameter
change when a model is reused for a new distribution.

We obtain the change in parameter magnitudes similar to what was done in Zhang et al.
(2022). However, unlike Zhang et al. (2022) that calculate changes between parameters' current
and initial values (before model updates), we aggregate the change in parameter values between
two consecutive time steps. For layer |'s parameters, at time step t, Normalized Euclidean
distance E, ; between present parameter values and parameter values in the previous time
step is represented as C

Et= Wit Wi ,= Wy (4.1)

where t (1) isthe current retraining time stepand t 1is the previous retraining time
step. Distance between current parameter values W, ; and previous parameter values W, ; ;
is calculated for each layer |, which are then summed and averaged by the number of layers.
The normalized Euclidean distance of parameter changes is aggregated throughout the entire
retraining process to obtain the nal cumulative parameter changes the model undergoes.

4.4 Energy and Carbon emission

Energy and carbon emissions provide direct real-world sustainability costs associated with
training and / or retraining a model. In accordance with Henderson et al. (2020), reporting

10



carbon emissions is an important sustainability factor when developing models. We use Code-
Carbon Schmidt et al. (2021), a Python package, to track the energy consumption and estimate
the carbon emissions of a model during retraining. The library uses geographic location infor-
mation of the energy generated to calculate the estimated weight of carbon emissions. The
package not only tracks energy consumption from the GPU while training models, but also
tracks the energy consumption of the CPU and RAM that is expended by neural network train-
ing. The carbon emissions are calculated based on the energy generation technique of the
region, such as coal, petroleum, solar, wind etc.

11
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3}

EXPERIMENTS

We evaluate the effectiveness of ReSQuén three datasets, CIFAR10, CIFAR100, and SVHN, with
5 noise types, Image Blur, Salt-Pepper, Frost, Gaussian, and Poisson Noise. Image Blur, Salt-
Pepper, and Frost noise are employed to represent real-world shifts that may arise as a result
of environmental conditions or hardware changes. Gaussian and Poisson noises, categorized
as statistical noise, are used to emulate random variations and errors in data. For each noise
type, 7 noise intensities are used, where the highest noise level 7 is comparable to severity 4 in
Hendrycks and Dietterich (2019). Noise-level 1 represents the lowest noise level (intensity). We
explore different model architectures, ResNet, VGG, GoogLeNet, and MobileNetV2. To reuse
a pre-existing model, we train a randomly initialized model on the original data distribution

until it reaches the minimum required accuracy for each dataset. All experiment results are

an average of three runs. For each set of experiments, identical hyper-parameters are used.
When training (or retraining) to higher noise levels, speci ¢ hyper-parameter tuning for each
individual experiment may result in relatively fewer epochs to converge. However, this approach
can impede comparison with other noise levels.

Additional graphs and tables including all complete combinations of all models, datasets,
and noise types that are not shown in the main paper due to space limitation are presented in
the Appendix. All results in the Appendix are consistent with the results in this section. That is,
all graphs in the main paper represent a subset of all results of the various models, noise types,

12



(a) MobileNetv2 Scratch vs. Retraining when retrained to Salt-pepper noise

(b) GoogleNet Scratch vs. Retraining when retrained to Image-Blur

(c) ResNet18 Scratch vs. Retraining when retrained to Gaussian Noise

Figure 5.1: Training from scratch Vs. retraining costs

and datasets.

5.1 Training from Scratch Vs. Retraining

This experiment compares training a model from scratch i.e., training a randomly initialized
model, versus reusing and retraining an existing (previously trained) model. On the CIFAR10
dataset, we use 3 models, ResNet18, GoogleNet, and MobileNetv2, retrained to Gaussian noise,
Image Blur, and Salt-Pepper noise, respectively. For training from scratch, the initial learn-
ing rate for 50 epochs is set higher to allow the models to attain parity with the retraining
experiment.

Fig. 5.1 displays the cost of training a MobileNet, GoogleNet, and ResNet18 to Salt-pepper,
Image-blur, and Gaussian noise, respectively, from scratch and the cost of retraining. It is clear
that retraining a model requires signi cantly fewer resources than training a model from scratch.
The magnitude of parameter change and the gradient norms are also considerably lower when

13



(a) GoogleNet retrained to Frost noise on CIFAR100

(b) ResNet18 retrained to Image Blur on SVHN

(c) VGG16 retrained to Gaussian noise on CIFAR10

Figure 5.2: ReSQufs. retraining measures of 3 models retrained to 3 noise types on 3
datasets.

Table 5.1: Difference in training and testing accuracy - ResNet18 on CIFAR10 adapted to
Gaussian noise.

Noise level 1 2 3 4 5 6 7

Retraining 0.84 1.03 091 1.00 0.34 041 0.27
Scratch 0.59 041 170 2.07 3.17 4.41 7.06

Table 5.2: Pearson correlation and associated p-value: Retraining measures vs. ReSQufor
Gaussian noise on CIFAR10 dataset.

Model Epochs Grad Norm Parameter Change

ResNet18  0.91(0.0039) 0.89 (0.0060) 0.98 (6.4e-5)
GoogleNet  0.93(0.0020) 0.92 (0.0029)  0.94 (0.0011)
MobileNetv2 0.91 (0.0034) 0.90 (0.0053) 0.99 (1.5e-5)
VGG16  0.93(0.0017) 0.93(0.0018) 0.99 (6.0e-6)

14



Table 5.3: Pearson correlation coef cient and associated p-value (parenthesized) between
ReSQuénd retraining epochs for 5 noise types on the SVHN dataset.

Model SaltPepper Gaussian Blur Frost Poisson

GoogleNet  0.94(0.00121) 0.80 (0.02815) 0.90 (0.00524) 0.97 (0.00020)  0.95 (0.00061)

ResNetl8  0.97(0.00016) 0.98 (0.00005) 0.97 (0.00016) 0.98 (4.4e-07) 0.92 (0.00309)
MobileNetv2  0.84 (0.01634) 0.96 (0.00030) 0.86 (0.01242) 0.98 (0.00002) 0.98 (0.00002)

VGG16 0.86 (0.00026) 0.89 (0.00604) 0.92 (0.00273) 0.98 (0.00003) 0.82 (0.02192)

retraining, as compared to training from scratch. The initial gradient norm measured during
the rst5 epochsis also higher when training from scratch. This shows that the model perceives
training from scratch more dif cult even in the early stages of learning.

In addition, for higher intensities of noise, the difference between train and test accuracy
increases signi cantly when training from scratch. This can be explained as an effect of low
regularization and greater memorization when training from scratch. Table 5.1 shows the
difference in train and test accuracy. The difference in accuracies increases when training from
scratch, and it is seen to be over- tting with increased noise levels. Retraining models have a
regularization effect, and the original learned distribution acts as an implicit regularizer when
adapting to the new distribution.

5.2 ReSQUuE Vs. Retraining measures

We conduct experiments to evaluate the relation between ReSQuEnd retraining measures
when reusing models. Several noise types with different intensities are induced in the training
data, which is used in retraining the models. Adam is used as an optimizer, a weight decay is
added for regularization, and several data augmentation techniques are used such as random
ip, rotation, random scaling, random shear, and color jitter. To enable comparison and prevent
hardware-related variations when measuring energy consumption and carbon emissions, all
instances are retrained on an RTX A4000 GPU.

Fig. 5.2 illustrate the relation between ReSQué&nd retraining measures of epochs, gradient
norm, and parameter change. The gure displays the results of retraining (a) GoogleNet to
Frost noise on CIFAR100, (b) ResNet18 to Image-Blur on SVHN, and (c) VGG16 to Gaussian
noise on CIFAR10. We show these 3 charts representatively due to space limitation although
we have all results of the all combinations of model /noise type/dataset in the Appendix. All
results (including all in the Appendix) show that all retraining measures are aligned well with
ReSQutxhich indicates that ReSQuls an effective predictor of retraining costs.

Table 5.2 provides numerical correlation values as evidence for the strong relation between

15



Figure 5.3: ReSQuibo estimate energy consumption and carbon emissions when retraining
ResNet18 to CIFAR10 with 7 intensities of Gaussian noise

ReSQuénd the retraining measures. ReSQuBas a high Pearson correlation coef cient and
low p-value with all retraining measures, indicating that there is a strong and statistically
signi cant relationship between ReSQuEknd the retraining measures. Table 5.3 provides the
Pearson correlation coef cients between ReSQu&nd epochs of all models when retrained to 5
different noise types on the SVHN dataset.

Fig. 5.3 exhibits the correlation trend between ReSQuénd key sustainability costs - energy
consumption and carbon emissions. For the different noise levels, the increasing trend of
ReSQuénd the 2 sustainability costs are well-aligned, exhibiting their strong correlation with
ReSQuEor any model, this form of valuable data about energy or carbon emissions can be
used to make sustainable decisions with regard to retraining.

In the following subsections, we provide detailed results including graphs and correla-
tion metric tables for all models and noise types for CIFAR10, SVHN, and CIFAR100 datasets,
respectively.

5.2.1 CIFAR10

Results of retraining ResNet18, MobileNetv2, GoogleNet, and VGG16 to 5 noise types - Gaussian,
Salt-Pepper, Image blur, Frost, and Poission noise - on CIFAR10 dataset are provided in this
section. Table 5.4 provides the Pearson correlation coef cient and associated p-values between
ReSQuknd the retraining measures for all 4 models when retrained to the different noise
types. Figures from 5.4 to 5.8 show the results of ReSQufzs. retraining measures for all noise
types across the different noise intensities for CIFAR10 dataset.
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Table 5.4: Pearson correlation coef cient and associated p-values (parenthesized) between
ReSQutzs. retraining measures on CIFAR10 dataset

Noise Type Model Epochs Grad Norm  Parameter Change

ResNetl8 0.91(0.00397) 0.89 (0.00605) 0.98 (0.00006)

Gaussian GoogleNet 0.93 (0.00208) 0.92 (0.00294) 0.94 (0.00113)
MobileNet 0.91 (0.00341) 0.90 (0.00533) 0.99 (0.00001)

VGG16 0.93 (0.00172) 0.93(0.00188) 0.99 (6.0e-06)

ResNetl8 0.94 (0.00126) 0.93(0.00221) 0.99 (0.00001)

Salt-Pepper GoogleNet 0.99 (0.00001) 0.99 (0.00001) 0.99 (8.1e-06)
PP MobileNet 0.98 (0.00002) 0.97 (0.00011) 0.98 (0.00002)

VGG16 0.99 (6.03e-06) 0.98 (0.00002) 0.97 (0.00015)

ResNet1l8 0.97 (0.00023) 0.96 (0.00039) 0.96 (0.00053)

Image-Blur GoogleNet 0.93(0.00178) 0.91 (0.00376) 0.97 (0.00025)
g MobileNet  0.98 (0.00003) 0.98 (0.00003) 0.93 (0.00233)

VGG16 0.95 (0.00090) 0.94 (0.00114) 0.98 (0.00002)

ResNetl8 0.94 (0.00004) 0.91 (0.00019) 0.95 (0.00002)

Frost GoogleNet 0.91 (0.00021) 0.90 (0.00026) 0.92 (0.00013)

MobileNet  0.98 (8.3e-08) 0.98 (2.9e-07) 0.97 (1.5e-06)

VGG16 0.98 (5.7e-07)  0.98 (1.9e-07) 0.92 (0.00010)

ResNetl8 0.96 (0.00043) 0.93(0.00183) 0.97 (0.00015)

Poisson GoogleNet 0.88 (0.00884) 0.85(0.01324) 0.92 (0.00291)
MobileNet 0.97 (0.00014) 0.97 (0.00028) 0.98 (0.00009)

VGG16 0.95 (0.00077) 0.97 (0.00025) 0.96 (0.00051)

5.2.2 SVHN

Results of retraining ResNet18, MobileNetv2, GoogleNet, and VGG16 to 5 noise types - Gaussian,

Salt-Pepper, Image blur, Frost, and Poission noise - on SVHN dataset are provided in this section.

Table 5.5 provides the Pearson correlation coef cient and associated p-values between

ReSQUE

and the retraining measures for all 4 models when retrained to the different noise types. Figures

from 5.9 to 5.13 show the results of ReSQufs. retraining measures for all noise types across

the different noise intensities for SVHN dataset.

5.2.3 CIFAR100

Results of retraining ResNet50, MobileNetv2, and GoogleNet to 5 noise types - Gaussian, Salt-

Pepper, Image blur, Frost, and Poission noise on CIFAR100 dataset are provided in this section.

Table 5.6 provides the Pearson correlation coef cient and associated p-values between

ReSQuUE

and the retraining measures for all 3 models when retrained to the different noise types. Figures

from 5.14 to 5.18 show the results of ReSQufs. retraining measures for all noise types across

the different noise intensities for CIFAR100 dataset.
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Table 5.5: Pearson correlation coef cient and associated p-values (parenthesized) between

ReSQufzs. retraining measures on SVHN dataset

Noise Type Model Epochs Grad Norm  Parameter Change

ResNet1l8 0.98 (0.00005) 0.97 (0.00011) 0.98 (0.00002)

Gaussian GoogleNet 0.80(0.02815) 0.75 (0.04957) 0.82 (0.02343)
MobileNet 0.96 (0.00030) 0.95 (0.00067) 0.97 (0.00023)

VGG16 0.89 (0.00604) 0.88(0.00731) 0.87 (0.00983)

ResNetl8 0.97 (0.00016) 0.93(0.0019) 0.97 (0.00013)

Salt-Pepper GoogleNet 0.94(0.00121) 0.95 (0.00068) 0.96 (0.00039)
PP MobileNet 0.84 (0.01634) 0.93(0.00174) 0.89 (0.00680)

VGG16 0.86 (0.00026) 0.84 (0.01754) 0.87 (0.00943)

ResNet18 0.97 (0.00016) 0.96 (0.00042) 0.99 (9.6e-06)

Image-Blur GoogleNet 0.90 (0.00524) 0.89 (0.00624) 0.96 (0.00038)
g MobileNet 0.86 (0.01242) 0.87 (0.01050) 0.95 (0.00063)

VGG16 0.92 (0.00273) 0.86 (0.01168) 0.93 (0.00199)

ResNet18 0.98 (4.4e-07) 0.98 (0.00005) 0.95 (0.00091)

Frost GoogleNet 0.97 (0.00020) 0.96 (0.00052) 0.98 (0.00009)
MobileNet 0.98 (0.00002) 0.98 (0.00006) 0.82 (0.02170)

VGG16 0.98 (0.00003) 0.97 (0.00019) 0.97 (0.00023)

ResNet1l8 0.92(0.00309) 0.97 (0.00017) 0.97 (0.00020)

Poisson GoogleNet 0.95 (0.00061) 0.95 (0.00069) 0.94 (0.00112)
MobileNet 0.98 (0.00002) 0.98 (0.00010) 0.99 (2.0e-06)

VGG16 0.82(0.02192) 0.96 (0.00046) 0.92 (0.00289)

5.3 Varying model size

Models evaluated in previous sections use different model architectures to show that ReSQUE
is architecture-agnostic. In this section, the architecture remains consistent, but the size of the
models is varied. ResNets with depths, 18, 34, and 50 are used. We evaluate the 3 models on 10
levels of Gaussian noise across all datasets. This experiment evaluates if the depth of a model
ReSQutalues. It is important to note that ResNet18 and ResNet34
have the same architecture, whereas ResNet50 uses bottleneck residual blocks instead of basic
residual blocks.

Fig. 5.19 depicts ReSQuts. epochs of the ResNets when retrained to different levels of Gaus-
sian noise. For all 3 datasets, it can be observed that ResNet18's ReSQuialues are larger than
ResNet34sReSQuialues. The greater ReSQuizalue of the smaller model can be attributed to

the reduced depth of ResNet18. In a smaller model, each layer has a greater contribution to

has a signi cant impact on

the model's output and consequently experiences a greater shift in representation. This trend
is not observed between ResNet34 and ResNet50, since ResNet50 has a different architecture.
When comparing ResNet18 to ResNet34, the increase in depth is proportional to the overall
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Table 5.6: Pearson correlation coef cient and associated p-values (parenthesized) between

ReSQutzs. retraining measures on CIFAR100 dataset

Noise Type Model Epochs Grad Norm Parameter Change

ResNet50 0.93(0.00203) 0.93(0.00170) 0.95 (0.00096)

Gaussian  GoogleNet 0.95 (0.00094) 0.94 (0.001260) 0.96 (0.00056)
MobileNet 0.85(0.01467) 0.84(0.0164) 0.90 (0.00450)

ResNet50 0.91 (0.00400) 0.93 (0.00225) 0.87 (0.00947)

Salt-Pepper GoogleNet 0.97 (0.00027) 0.97 (0.00019) 0.97 (0.00024)
MobileNet 0.96 (0.00030) 0.97 (0.00020) 0.98 (0.00008)

ResNet50 0.97 (0.00010) 0.98 (0.00005) 0.97 (0.00012)

Image-Blur  GoogleNet 0.96 (0.00039) 0.96 (0.00049) 0.97 (0.00019)
MobileNet 0.91 (0.00371) 0.90 (0.00470) 0.98 (0.00005)

ResNet50 0.97 (0.00011) 0.98 (0.00009) 0.91 (0.00383)

Frost GoogleNet 0.97 (0.00021) 0.96 (0.00035) 0.97 (0.00013)
MobileNet 0.97 (0.00018) 0.97 (0.00018) 0.97 (0.00018)

ResNet50 0.96 (0.00050) 0.95 (0.00083) 0.97 (0.00012)

Poisson GoogleNet 0.96 (0.00033) 0.96 (0.00051) 0.95 (0.00087)
MobileNet 0.92 (0.00244) 0.92 (0.00277) 0.96 (0.00092)

increase in number of parameters among the two models. However, this proportional increase
in depth and size is not the same when comparing ResNet34 and ResNet50. In summary, in
cases where two models have identical architectures, the smaller model is expected to exhibit
higher ReSQulzalues. This is because each layer contributes more to the output and thus
undergoes a greater representation shift.

5.4 Low-learning rate experiment

While the standard experiments validate the strong positive correlation between ~ ReSQué&nd
ReSQuénd retrain-

ing epochs. Different models are susceptible to different ranges of initial learning rate and

retraining measures, we perform additional ne-grained analysis between

learning rate schedules, although nding the most optimal learning rate plan for each model
requires computationally expensive hyperparameter search and tuning. In this experiment,

le 5to le 6. Thisensures thatthe
model updates have minimal deviation and are likely to have a smooth path to the conver-

we set the learning rate to be very low, on the order of

gence area. Setting the learning rate low and analyzing itwith ReSQufalidates that having a
ReSQuto estimate
retraining costs. It also allows inter-model comparison and enables the use of a common

model-speci c learning rate schedule enables ef cient and better use of

regression predictor (which is discussed in Sec. 5.5). For measuring energy consumption and
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Table 5.7: Pearson correlation and associated p-values (parenthesized): Low learning rate
ReSQutzs. retraining epochs - CIFAR10 Dataset

Model Salt-Pepper Gaussian Blur

GoogLeNet  0.92(0.0004) 0.93(0.002) 0.85 (0.0150)
ResNetl8  0.93(0.0002) 0.94 (0.0014) 0.92 (0.0030)
MobileNetv2 0.91 (0.0006) 0.97 (0.0001) 0.87 (0.0091)
VGG16  0.94(0.0014) 0.95(0.0008) 0.90 (0.0051)

carbon emissions, all readings were measured on an RTX2060 Super GPU. Just for experimental
purposes, we reduce the cutoff accuracies for this experiment, as models take longer to train
when the learning rate is low. This experiment aims to showthat ReSQukene ts from knowing
model-speci ¢ learning rates.

Table 5.7 provides the Pearson correlation coef cients with the accompanying p-values for
all 4 models retrained to 3 noise types. Correlation values between ReSQuénd epochs for the
low-learning experiment in Table 5.7 are greater than those of the standard experiment values,
as seenin Table 5.2. The main insight from this nding is that having model-speci c learning
rate plans can help further improve the use of ReSQuta provide precise estimates of retraining
measures. Fig. 5.20 illustrates the correlation between ReSQuénd both sustainability costs. It
validates that ReSQuls an effective predictor of energy consumption and carbon emissions.

5.5 Predicting model retraining using regression

We perform a prediction experiment to evaluate and visualize the predictive power of ~ ReSQUE
Three predictive experiments are performed - two experiments on the low-learning rate data

and one experiment on the varying model size of ResNet architecture. The only model-speci ¢

data used for predicting required epochs is the starting value for the regression predictor, which

is unique for each model, although ResQulper se is model-agnostic.

For the rst low-learning rate prediction experiment to model a regression predictor, the
results of 3 models, ResNet18, GoogleNet, and VGG16, are used. MobileNetv2's ReSQufalues
and epochs data are omitted to be regarded as a “new unseen" model and data for prediction. By
using epochs data of only noise level 1 of MobileNetv2, epochs for the 6 higher noise levels are
predicted. In the second experiment, data from the initial 2 and last 2 noise levels of all models
are used to develop a regression predictor. For all the models, the remaining intermediate noise
levels are omitted and regarded as “unseen” noise levels. Retraining epochs for these “unseen”
noise levels are predicted using ReSQukalues, which represents the effectiveness of the
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proposed method. Fig. 5.21 illustrates the predicted values using ReSQufer both experiments.
Fig. 5.21a displays the actual and predicted retraining epochs when a new model, MobileNetv2,
is introduced. Using only a single data point (noise level 1) of MobileNet and data derived
from the other three models, ReSQueEstimates the retraining epochs for different noise levels.
Fig. 5.21b shows the predicted retraining epochs for the unseen and intermediate noise levels for
all 4 models. Using the common predictor, the unseen noise levels for all models are accurately
determined.

The third experiment uses retraining data of the 3 different sizes of ResNets as in Sec. 5.3.
SVHN is used with 12 noise levels of Gaussian noise. For modeling the regression predictor,
ReSQuénd epochs data from noise levels 1 and 12 are used. The unseen 10 noise levels (level 2
—11) are regarded as “unseen” noise levels. ReSQuIls used to predict the number of retraining
epochs that would be required for the new unseen noise levels. Fig. 5.22 illustrates the use
of ReSQuto predict retraining epochs. Utilizing only 2 data points for each of the ResNets,
ReSQupredicts retraining epochs for 10 unseen levels of noise.

Given that a single regression predictor was employed for all models in each of the experi-
ments, the projected values closely approximate the true values. By incorporating pre-existing
or supplementary data of epochs and ReSQuialues, model-speci ¢ regression predictors can
be developed.
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(a) ResNetl8

(b) GoogleNet

(c) MobileNet

(d) VGG16

Figure 5.4: ReSQuts. retraining measures when retraining to Gaussian noise on CIFAR10
dataset
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(a) ResNet18

(b) GoogleNet

(c) MobileNet

(d) VGG16

Figure 5.5: ReSQufs. retraining measures when retraining to Salt-Pepper noise on CIFAR10
dataset
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(a) ResNet18

(b) GoogleNet

(c) MobileNet

(d) VGG16

Figure 5.6: ReSQuts. retraining measures when retraining to Image-blur on CIFAR10 dataset
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(a) ResNet18

(b) GoogleNet

(c) MobileNet

(d) VGG16

Figure 5.7. ReSQuizs. retraining measures when retraining to Frost on CIFAR10 dataset
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(a) ResNet18

(b) GoogleNet

(c) MobileNet

(d) VGG16

Figure 5.8: ReSQufzs. retraining measures when retraining to Poisson noise on CIFAR10
dataset
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(a) ResNet18

(b) GoogleNet

(c) MobileNet

(d) VGG16

Figure 5.9: ReSQuts. retraining measures when retraining to Gaussian noise on SVHN
dataset
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(a) ResNet18

(b) GoogleNet

(c) MobileNet

(d) VGG16

Figure 5.10: ReSQufzs. retraining measures when retraining to Salt-Pepper noise on SVHN
dataset
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(a) ResNetl8

(b) GoogleNet

(c) MobileNet

(d) VGG16

Figure 5.11: ReSQufts. retraining measures when retraining to Image-blur on SVHN dataset
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(a) ResNetl8

(b) GoogleNet

(c) MobileNet

(d) VGG16

Figure 5.12: ReSQuts. retraining measures when retraining to Frost on SVHN dataset
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