ABSTRACT

ROSENSTROM, ERIK THOMAS. Computational Methods for Decision-making Under Uncertainty
for the Control of Airborne Disease in Heterogeneous Populations. (Under the direction of
Julie Ivy and Maria Mayorga).

A primary objective of health systems is the control of airborne diseases like COVID-19.
Decision-makers, ranging from the federal to county level, are often required to make criti-
cal decisions that affect people’s quality of life in the face of large uncertainties. Additionally,
differences among individuals’ health profile attributes generate subpopulations, which
can be impacted differently as a consequence of disease transmission and decision-maker
actions. Uncertainty arises at all levels from the stochastic nature of disease progression
and from the data and methods used to aid decision-making. Similarly, population hetero-
geneities arise in multiple disparate forms, which must be unified in a modeling framework
and solution approach. In our work, we develop modeling frameworks that extend op-
erations research methodologies that consider population heterogeneities and various
sources of stochasticity in disease spread to inform decision-making at the national, state,
and county levels. We develop and extend a large-scale agent-based simulation model of
COVID-19 disease spread in North Carolina (COVSIM) incorporating nonpharmaceutical
interventions (NPIs), pharmaceutical interventions (PIs), data-driven mobility, commuting
patterns, age, high-risk conditions, race, ethnicity, geography, urbanicity, essential workers,
disease variants, waning immunity, and immunity escape. We quantify the impact of hu-
man behavior on disease spread through scenario-based modeling to inform public health
decision-making. We conduct three major analyses studying the impact of vaccination
and NPI policy at the state level, the optimality of multi-stage vaccine rollout plans and
disparities between subpopulations, and the impact of childhood vaccination and school
NPI policy. Finally, we document key interactions and lessons learned from working with
local county decision-makers and modeling during an ongoing pandemic.

We address the expensive computational limitations of the agent-based modeling ap-
proach by developing a neural network metamodel of COVSIM in Chapter 3. We use this to
address challenges posed by rapid surges in disease burden caused by emerging variants
by proposing an interpretable dynamic NPI policy that prescribes age-specific masking
uptake rates. This policy is designed to address the competing objective decision-makers
face, balancing the burden of disease with the burden of NPIs on the population. We ad-
dress several complexities of metamodel construction for agent-based simulation model



decision-making, including constrained high-dimensional space-filling sampling, neural
network architecture optimization via genetic programming, and the characterization of
performance measures for functional output.

In Chapter 4, we use this metamodel as an efficient evaluator for multi-objective op-
timization of dynamic NPI policies. We demonstrate the flexibility of the framework by
studying three multi-objective optimization formulations. The baseline formulation uses
excess COVID-19 hospitalizations person-days and total masking person-days, where ex-
cess COVID-19 hospitalizations are defined relative to a health-system-specific parameter.
We extend this formulation by disaggregating masking person-days by age group and ac-
counting for the simplicity of the policy. In all cases, we conduct sensitivity analysis on the
capacity parameter and account for decision-maker preferences towards policy selection
from points on the Pareto front. We characterize policy dynamics across formulations,
parameters, and decision-maker perspectives to demonstrate the interpretability. Addi-
tionally, we show that dynamic policies outperform myopic policies. Finally, we discuss the
nuances of hospital capacity challenges during a pandemic.

The methods presented in this dissertation focus on application to COVID-19, but they
are applicable to the broader domain of public health decision-making and agent-based

simulation in public health.
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CHAPTER

1

INTRODUCTION

1.1 Airborne Disease Decision-making in Public Health

Airborne, i.e., aerosol transmission, diseases are infectious disease-causing viruses or bac-
teria that pass to an uninfected individual via contact droplets generated by an infected
individual. The airborne transmission mechanism is similar to respiratory (droplet) trans-
mission, except that droplets can remain suspended in the air for several hours, increasing
the disease's transmissibility. (Wang et al. 2021). The most common airborne diseases are
in uenza, measles, pertussis, respiratory syncytial virus (RSV), tuberculosis, and most
recently, SARS-CoV-2 or COVID-19 (Wang et al. 2021). As with any communicable disease,
transmissibility and severity are key characteristics that increase the potential threat to
public health. The diseases can range substantially in transmissibility, depending on how
long the droplets remain airborne. For example, the R, of seasonal in uenzais about 1.2-1.8
which is about one-tenth the R, of measles, 12-18 (Biggerstaff et al. 2014). R, is the primary
measure of disease transmission as it de nes the expected number of new infections gen-
erated by a single infected individual. The disease severity, which often varies by attributes
of the infected individuals, can lead to hospitalizations and even death. This places a large




burden on the healthcare system during epidemic surges. Each year in the United States,
an estimated 63.5 and 55.3 per 100,000 hospitalizations occur for in uenza and RSV, re-
spectively. These rates differ by age, with the highest hospitalization rates occurring for 65  +
and < 1 for in uenza and RSV, respectively (Zhou et al. 2012). Around the world, the most
deadly airborne diseases, TB and COVID-19, are responsible for over 1.5 million and 2.3
million deaths each year, respectively (World Health Organization 2022).

Public health decision-makers are often forced to make high-consequence decisions to
ght the impact of airborne disease transmission. Depending on the disease context, these
decisions can range in scale from nationwide vaccination recommendations (Dooling 2020)
to county-level school non-pharmaceutical interventions (NPI) policy (NC DHHS 2021)
to hospital level staf ng (DHHS 2020). In these settings, decision-makers often face addi-
tional objectives that compete with reducing disease burden, such as costs or social burden.
These competing objectives arise as decision-makers must consider the perspective of the
population impacted by a public health decision (Brownson et al. 2013). Public health has
a long history of incorporating qualitative analysis in the decision-making process (Orton
et al. 2011), but there have often barriers to effectively using this evidence, such as the
absence of timely research insights or lack trust establishment between researchers and
decision-makers(Oliver et al. 2014). With the increased availability of health systems data
for airborne disease modeling, decision-making has become increasingly reliant on insights
gained from data to inform optimal decision-making (Loo et al. 2024). These insights are
often derived from models that approximate (e.g., simulation-based methods) or learn
(i.e., machine learning-based methods) the underlying disease transmission process from
data. By leveraging the power of data-driven models' support, decision-makers can pro-
vide sustainable and consistent decisions. Additionally, these model insights can address
underlying complexity or constraints that decision-makers may not be able to project the
consequences of without a formal analysis of the model and it's results (Capan et al. 2017).

In many health systems' settings, models often support decision-makers (e.g., govern-
ment agencies or public health of cials) due to high stakes and potential liability. However,
they are ultimately solely responsible for public health policy decisions and seek a consen-
sus from multiple sources of information (Orton et al. 2011). In this setting, accounting for
uncertainty in the model inputs and outputs is critical to providing the decision-maker with
additional context, which can aid in selecting decisions robust to the uncertainty (Bilcke
et al. 2011). Stochasticity arises inherently from disease transmission processes as they
depend on many factors. Many models propose to address this inherent uncertainty by
modeling the future as a probability distribution over multiple alternatives. George Box's



famous quote, "Every model is wrong, but some are useful,” rings true in this context as the
model is an approximation of the airborne disease transmission process, as only a subset
of factors can be considered. Uncertainty is often compounded through the model creation
process. For example, in the parameterization of a disease model, disease attributes like the
transmission rate or severity are usually approximate values generated from data that are
then incorporated into an approximation of the true phenomenon. In the cases of machine
learning, training data is a sample of data from a population, whose full characterization or
data is inaccessible. This again leads to an approximation of an approximation of the true
system.

Uncertainty must be captured and addressed when supporting health system decision-
makers. In this work, we showcase multiple ways in which this can be achieved across
the spectrum of decision-making context for airborne disease transmission control. For
example, in Chapter 2, we express simulated disease outcomes as a measure of central
tendency along with a measure of variability (i.e., standard deviation, con dence inter-
val, quantiles). We also conduct sensitivity analysis on key model input parameters. The
methods allow decision-makers to interpret possible best and worst-case outcomes as-
sociated with a chosen decision. We also incorporate a spectrum of possible decisions
(i.e., nonpharmaceutical intervention plans) corresponding to a variety decision-maker
preferences into our scenario design. In Chapter 3, we develop a metamodeling framework
to predict the temporal dynamics of disease spread, which enables decision-makers to
conduct instantaneous sensitivity analysis or explore the parameter space, testing their
own hypotheses. In Chapter 4, we leverage the simulation metamodel in a multi-objective
optimization framework that considers uncertainty associated with differing stakeholders'
perspectives and objectives.

1.2 Population Heterogeneity in Public Health Decision-making

Health systems' decision-making concerning the control of airborne disease spread occurs
across a spectrum of diverse settings. These settings vary in the size of the impacted popula-
tion, the time scale or responsiveness of the population to the decision, and the adherence
behavior of the population to the decision. At the highest level, we have population-level
health, which is closely related to public health and is de ned as "the health outcomes of

a group of individuals, including the distribution of such outcomes within the group" by
Kindig and Stoddart (2003). Here, groups of individuals often refer to groups within different



geographies, such as countries, states, or counties. Over this range of geographies, decision-
makers are government entities (i.e., national, state, or local legislatures) and receive deci-
sion support generally from other government organizations like the Center for Disease
Control and Prevention (CDC), Food and Drug Administration (FDA), and the Department

of Health and Human Services (DHHS). The time scale of decision-making for population
health is typically on the level of months to years, as decisions impact population-level so-
cial determinants of health. A recent example of population-level decision-making that we
study extensively in Chapters 2, 3, and 4 is related to protective behavior recommendations
for COVID-19.

Within population health-related control of airborne disease spread, subpopulation
health attributes are critical aspects to study. A subpopulation is a subset of the population,
with a differential health pro le (Fuentes-Af ick 2021). A health pro le is a broad range
of characteristics describing an individual's or group's health and interactions with health
systems. A non-exhaustive list of health pro le attributes includes age, race, ethnicity, gen-
der identity, weight, smoking status, comorbid conditions, health insurance status, and
income level. Subpopulations can be formed by disaggregating the population along one or
more attributes of a health pro le. Examining health outcomes for any disease by subpop-
ulation is critical as health pro le heterogeneity might lead to differential health outcomes
compared with a population-level view (Varadhan et al. 2015). Differences between groups
may indicate sub-optimal outcomes for a group, i.e., disparities in outcomes, which should
be addressed in the decision-making process. A common challenge with disaggregating by
subpopulation health pro le characteristics is the reduction in sample size, which propa-
gates increased uncertainty into downstream elements of modeling and issues surrounding
data quality. In Chapter 2, we highlight the importance of subpopulation level analysis,
particularly with respectto age andrace / ethnicity, for COVID-19 vaccine distribution policy.
We also incorporate population heterogeneity into our NP1 framework in Chapters 3 and 4.

1.3 Research Objectives

In this dissertation, we develop modeling frameworks that extend operations research
methodologies to address decision-making under uncertainty to control airborne disease
transmission. We capture and quantify the impact of uncertainty arising from stochastic
disease dynamics and population behavior in all aspects of our work. To do this, we devel-
oped a stochastic agent-based simulation model of disease spread. Given the broad range



of public health decision-makers, their corresponding perspectives, and the varying time
scales required, we use several decision-support methods, including scenario modeling,
sensitivity analysis, metamodeling, and multi-objective optimization. These methods en-
able additional sources of uncertainty to be considered in the decision-making process,
ranging from fundamental characteristics of the disease to uncertainty in decision-makers'
policy preferences. In each chapter, we provide actionable insights to decision-makers that
account for multiple types of uncertainties. Note that we discuss the relevant literature in
the individual chapters.

Chapters 2, 3, and 4 build upon one another and extend public health decision-making
capabilities. The primary airborne disease modeled is the spread of COVID-19 in North
Carolina, and we develop methods for real-time disease control to prepare for future pan-
demics. Speci cally, we address public health decisions around levels of self-protective
actions or vaccine uptake required within the population to mitigate disease spread in three
scenario modeling studies (Chapter 2) and develop a metamodeling framework to predict
disease spread (Chapter 3) which is then used in a multi-objective optimization framework
to identify optimal dynamic nonpharmaceutical intervention strategies (Chapter 4). Our
primary source of uncertainty in these chapters is the stochasticity associated with disease
spread and the parameterization of disease spread. We address the simulation model uncer-
tainty through variability measures (e.g., quantiles) calculated across simulation outcomes
and through sensitivity analysis.

Chapter 2

We extend an agent-based simulation disease model used for HIN1 in Georgia to model the
spread of COVID-19 in North Carolina and answer several key questions related to public
health policy. We address three major questions in this chapter

1. How does the interplay between vaccine distribution policy and nonpharmaceutical

intervention policy in uence disease dynamics?

2. What are the tradeoffs between morbidity, mortality, and equity associated with
proposed vaccine prioritization schemes?

3. What impact does nonpharmaceutical intervention policy in schools and pediatric
vaccine uptake have on the broader population?

We outline the evolution and implementation of key functionality in the simulation to
address these questions. These functionalities include the implementation of population



race/ ethnicity, population urbanicity, high-risk conditions, dynamic nonpharmaceutical
interventions, agent-workplace mobility, essential work status, pharmaceutical interven-
tions (i.e., vaccines and boosters), disease variants, immunity escape, and waning immunity.
We construct a high-performance computing infrastructure to run large-scale simulation
experiments to quantify the uncertainty.

Chapter 3

We leverage the agent-based simulation model presented in Chapter 2 to develop a meta-
model to effectively predict the temporal dynamics of disease spread within the simu-
lation given a set of input parameters. We use input parameters associated with a dy-
namic nonpharmaceutical intervention policy. The structure of our dynamic NPI policy

is shown in Table 3.1. Let M; ; de ne the masking level | forage group i wherei 21 = fc
(children), t (teenagers), a (adults)gand j 2 J=1f1,2,3,4g, and let T, be the threshold for
k 2 K =f1,2,3g We use threshold parameters T;, T,, and T; to de ne ranges of hospital-
izations that correspond to recommended masking adherence parameters by age group.
When the observed hospitalization rate crosses a respective threshold, the masking level
within each age group directionally changes accordingly. Dynamic policies seek to balance
the tension between the disease burden and the burden of NPI usage.

Table 1.1: Dynamic NPI Policy Structure

Level 1 Level 2 Level 3 Level 4
Hospital Capacity Condition H T, T,<H T, T,<H T3 T3<H
Children Masking Uptake M1 M., M3 M4
Teen Masking Uptake My 4 M, M; 3 My 4
Adult Masking Uptake Ma1 Mao, Mas Maa

To ef ciently train a simulation metamodel, we generate a space- lling design of the
high-dimensional constrained policy parameter space. This design is then simulated using
the COVSIM model to produce the training data for the metamodel. We then develop a
genetic programming framework to identify optimal neural network metamodel architec-
tures for the problem. Given that the prediction model is a trajectory of disease spread,
neural networks have an advantage due to their capability to predict the entire trajectory at
once. We fully characterize key metrics for metamodels on this type of prediction problem,



and we show that the neural network metamodels found using this framework outperform
other commonly used metamodels.

Chapter 4

We leverage the neural network metamodel developed in Chapter 3 to serve as the evaluator
as we conduct multi-objective optimization to identify dynamic NPI policies that optimally
balance the tradeoffs between disease burden and the burden of NPl usage. We formulate
a base multi-objective problem in the excess hospitalization person-days and masking
person-days are competing objectives. We extend this to two additional multi-objectives
formulations which incorporate additional policy properties into the optimization process.
The rst splits the masking person-day objective by age-groups allowing decision-makers
to have different preferences who in the population has to mask to control the epidemic.
The second extension adds an additional objective to the base formulation, which captures
the number of masking uptake changes required by the population. In each formulation,
we study the effect of the capacity parameter used to de ne excess hospitalization. For each
formulation, we use the U-NSGA-3 algorithm to identify the Pareto front of non-dominated
dynamic NPI policies, and use an augmented achievement scalarization function to choose
points on the Pareto which correspond to different decision-makers perspectives. Finally,
we compare Pareto optimal policies to a a set of reference policies to demonstrate the
utility of the optimization. The ability to conduct the extensive number of multi-objective
optimization analyses is due to the exibility provided by having an accurate metamodel
to bypass the computationally expensive agent-based simulation as the evaluator.



CHAPTER

2

STOCHASTIC AGENT-BASED
SIMULATION MODEL OF COVID-19
SPREAD IN NORTH CAROLINA

The description of the model is part of a paper published in a special issue in Epidemics
(Rosenstrom et al. 2024). The text in Section 2.4, which reviews the applications of our
model, has been published in three separate papers. In chronological order they are: Patel
et al. (2021); Rosenstrom et al. (2022) and Rosenstrom et al. (2022). Two additional related
papers have been published but are not included in this chapter: Rosenstrom et al. (2021,
2023).

2.1 Introduction

In November 2019, the rst COVID-19 cases from the novel Sars-CoV-2 virus were reported
in Wuhan, China, which spawned the largest global pandemic since the Spanish u in the
1920s. This major public health challenge has led to over 705 million reported cases and



7.01 million deaths as of February, 9th 2023. Over the course of the pandemic so far, public
health and disease modeling support has evolved signi cantly to address challenges and
guestions of the rapid disease spread.

There are two major types of disease modeling, each with a unique objective. Disease
forecasting aims to accurately predict the trajectory of the disease spread over a short time
window (i.e., four weeks) given the history (often recent history) of disease spread. This
type of modeling informs short-term decisions and situational awareness. The second
type of disease modeling, and the type of modeling presented in Chapters 2 and 3, is
scenario modeling. The objective of scenario modeling is to understand the impact of
disease characteristics or population dynamics on disease spread over the time period of
months to years. The scenarios explored are usually counterfactual, answering "What if
things had been done differently?", or exploratory, answering "What if there is a new variant
in the future?". Often, scenarios are designed to address an uncertain characteristic of the
disease context and seek to bound realizations of this uncertainty to provide guard rails for
decision-makers. Scenario modeling has become a critical part of public health decision
modeling as groups like the COVID-19 Scenario Modeling Hub have emerged, which are
informing COVID-19 vaccine policy at the national level. We use the model presented in
this chapter to contribute to the COVID-19 Scenario Modeling Hub. Additional details on
scenario design can be found in Runge et al. (2024).

The simulation model discussed in this chapter and used in the Chapter 3 is the stochas-
tic, agent-based COVID-19 SIMulation model (COVSIM) for North Carolina. As further
discussed in Sections 2.2 and 2.3, our model incorporates multiple sources of uncertainty,
including multiple instantiations of empirically sampled agent populations, stochastic dis-
ease progression, agent contacts, and agent behaviors to approximate the key uncertainties
that impact the disease spread we are modeling. We quantify this uncertainty by aggre-
gating results over multiple independent model replications. During model calibration,
we aim to cover the empirically observed disease spread within this range of uncertainty.
This stochasticity embedded in our model, in combination with our scenario design and
sensitivity analysis, provides a framework to provide robust COVID-19 public health policy
decision support to decision-makers.

COVSIM was adapted to COVID-19 from an in uenza model for Georgia used during
the HIN1 epidemic of 2009-2010 (Shi et al. 2010a,b; Ekici et al. 2014; Li et al. 2018; Shi
et al. 2020) by collaborators from Georgia Tech. We then transitioned the model to North
Carolina. In this chapter, we discuss the evolution and uses of the COVSIM model to analyze
disease spread through the lens of various population attributes (e.g., age, race, ethnicity,



etc.) and geographic locations over sets of customizable forward-looking exploratory and
counterfactual scenarios. The model has evolved signi cantly over the pandemic, going
through ve versions that correspond to a major research question we have addressed. The
timeline and model details are shown in Figure 2.1. In this timeline, we show that we have
extended the capabilities and resolution of the agent-based model signi cantly, adding
multiple additional population heterogeneities, disease functionalities, and protective
behaviors, all of which we have used to provide insights into the interplay of nonpharma-
ceutical interventions (NPI) and pharmaceutical interventions (Section 2.4.1), the tradeoffs
of vaccine prioritization schemes across the objectives of morbidity, mortality, and equity
between racial and ethnic subgroups (Section 2.4.2), and the impact of school-aged chil-
dren's behavior of the broader community (Section 2.4.3. We begin with a literature review
of disease modeling techniques in the Section 2.2 and a description of the current state of
the model in Section 2.3. Finally, we discuss lessons learned and future work in Section 2.5.

Figure 2.1: COVSIM Model Version Timeline
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2.2 Literature Review

The mathematical study of epidemics and disease spread has a long history dating back
to 1927 with the work of Kermack and McKendrick (1927), and a large amount of disease
modeling literature has been generated over the last three years regarding the COVID-19
pandemic. There have been multiple types of disease models used each with their own
bene ts and limitations. Here we will provide a high level overview of data-driven and
compartment disease models and focus on the agent-based simulation model literature.

2.2.1 Data-driven Disease Models

Data-driven disease models, like those statistical models discussed in Allard (1998), do not
make explicit assumptions about the attributes of the disease that is spreading. Instead
they rely on historical data to predict the future of disease spread. They can apply a variety
of learning methods from time-series analysis (Maleki et al. 2020; Tandon et al. 2022), to
Markovian models (Xu et al. 2022) to more complex machine learning (Yadav et al. 2020;
Chyon et al. 2022), deep learning models (Chae et al. 2018; Chimmula and Zhang 2020;
Zeroual et al. 2020; Marzouk et al. 2021), and hybrid approaches (Chen et al. 2023). Clement
et al. (2022) provides a helpful overview of various data-driven modeling approaches. In
general these models are good tools for forecasting near term or seasonal disease spread;
however, they depend on accurate data which may not be available during an emerging
pandemic or when the health system is under high stress.

2.2.2 Compartment Disease Models

Ordinary differential equation (ODE) models, such as those discussed in Hethcote (1996),
characterize the ow between disease compartments as ODESs. They can incorporate sub-
groups (i.e., age) and contact matrices to govern interactions between groups, are adaptable
to include a variety of disease compartments and ows, and are computationally ef cient
due to their deterministic nature. It is possible to extend ODE models to stochastic ODEs.
Compartment disease models are adaptable to a variety of disease contexts from schools
(Zhang et al. 2022) to countries (Balabdaoui and Mohr 2020). They also bene t from being
adaptable with capabilities to include nonpharmaceutical (Eikenberry et al. 2020; Worby
and Chang 2020) and pharmaceutical interventions (Libotte et al. 2020; Dashtbali and
Mirzaie 2021) as well as multiple variants (Khyar and Allali 2020) and waning immunity
(Anggriani et al. 2022; Feng et al. 2022). The drawbacks of compartment based models are
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typically the simplicity relative to other approaches like agent-based models. We refer the
reader to Van Den Driessche (2008), Lessler and Cummings (2016) and Tang et al. (2020)
for additional reviews of disease modeling techniques.

2.2.3 Agent-Based Disease Models

Agent-based disease simulation models simulate arti cial individuals (i.e., agents) and
their explicit interactions. Agents are often assigned attributes, behaviors, or objectives that
approximate a real system. These generally stochastic models are exible enough to address
different types of agent interactions in different locations, different levels of geographic
granularity, and multiple sources of agent heterogeneity. These models have a long history
of use in epidemiological modeling addressing spatial networks (Dunham 2005), social
mobility (Germann et al. 2006), and risk-seeking behavior (Epstein et al. 2008). We refer to
Hunter et al. (2017) and Tracy et al. (2018) for a review of agent-based simulation models
used for infectious disease and public health.

The majority of COVID-19 agent-based disease models include an underlying contact
network, a Susceptible ! Exposed! Infected ! Recovered (SEIR) disease model, age strat-
i cation, some implementation of nonpharmaceutical interventions (NPI) or pharmaceu-
tical interventions (PI), and expression of uncertainty in modeling outcomes. For example,
in Kerr et al. (2021), authors develop an open source ABM, Covasim, to model COVID-19,
where model inputs support customizable populations and geographies. The model in-
corporates a realistic transmission network including households, workplaces, schools,
communities, and long-term care facilities. They model populations with country-level
demographics and age-speci ¢ parameters. Their model supports a variety of protective
behaviors such as distancing, masking, vaccination, and testing. Their model has been
applied to address COVID-19 and a variety of public health questions in multiple countries.
For example, Covasim has been used to study the use of anti-viral treatment (AVT) in Bel-
gium, Kenya, Mexico, and United States (Matrajt et al. 2021), mask use in schools in the
UK (Panovska-Grif ths et al. 2021), nationwide vaccine campaigns in the United States (Li
and Giabbanelli 2021), and control strategies using contact tracing and testing in Seattle,
Washington Kerr et al. (2021).

In Hinch et al. (2021), authors present OpenABM-Covid19 which is an open source
ABM for modeling COVID-19 in different regions. The model is age-strati ed and includes
recurrent interaction networks for households and occupations (i.e., workplace or school)
and random networks for communities. The model includes masking, testing, contact
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tracing, lockdown, and quarantining. This model has also been used to address many
COVID-19 public health questions. For example, in Abueg et al. (2021), authors use the
OpenABM-Covid19 to model three counties in Washington state at the census block level
to study contact tracing and exposure noti cation systems. OpenABM-Covid19 is extended
Romero-Brufau et al. (2021) to study the tradeoffs of vaccine ef cacy and rollout speed
within adult and elderly adult age-groups. In Baker et al. (2021), authors use the OpenABM-
Covid19 test derived optimal statistical inference strategies for contract tracing.

ABMs have been used to address a variety of COVID-19 challenges that are accessible
through the agent-based approach. In Silva et al. (2020), authors present an open source
ABM designed to analyze the economic effects of various COVID-19 intervention strategies.
They include individual agents which are members of families and workplaces, and they
include business, government, and healthcare systems which pay, tax, and treat individual
agents, respectively. Given the incorporation of these large economic actors into the disease
model, they study the economic tradeoffs of masking, quarantine and isolation for a generic
population. In Lima and Atman (2021), the authors incorporate population heterogeneity
into their contact network by using probabilistic cellular automata. They study mobility
restrictions in an urban area and super-spreaders naturally emerged. In Faucher et al.
(2022), the authors develop an ABM age-strati ed with households, workplaces. schools,
community, and transportation groups to study reactive vaccination campaigns. They
compared vaccination campaigns randomly targeting schools, workplaces, or members of
the population with reactive vaccination a strategy, which vaccinated groups depending on
the number of detected infections. In Retzlaff et al. (2022), the authors develop a city-level
ABM with a street-node style network generated from mobility data. Their model includes
psycho-social agents to study the impact of media on population fear and how this fear
in uences behavior. They found that consistent use of NPIs was the most important factor
for the effectiveness of NPIs. While many of these ABMs are designed to study local or arti-
cial disease dynamics, in Li and Huang (2022), the authors develop an ABM representing
populations from 148 countries where agents mix within their own country and neigh-
boring regions have in uence. They use this model to study worldwide optimal vaccine
allocation by designing vaccine scenarios which prioritize equity between countries and
effectiveness which prioritizes countries by case prevalence. They nd the distributing
vaccines at a minimum coverage level can improve the equitability of outcomes for lower
income countries as they historically have fallen behind high income countries in vaccine
uptake..

Our agent-based model was developed in response to the COVID-19 pandemic before or
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at the same time as many of these models. The agent-based modeling framework has also
been used by the our Georgia Tech collaborators to study the impact of social distancing
(Keskinocak et al. 2020), homebound isolation and NPIs (Oruc et al. 2021), and school
reopening strategies (Baxter et al. 2022) in Georgia. It has also been previously used to
address questions related to u (Wu et al. 2006; Shi et al. 2010a,b; Ekici et al. 2014; Li et al.
2018; Shi et al. 2020). With our model, we were able to extend the modeling framework
to address multiple emerging COVID-19 research questions to help guide public health
policy. we prioritized the incorporation of population attributes or behaviors that our
research team hypothesized may be critical in uences on disease spread and some of
which were motivated by meetings with local county health departments (Section 2.4.4).
This included race / ethnicity and the intersection of this with high-risk conditions and
essential worker status, urbanicity, and focus on school NPI behaviors. This also manifested
in the granularity at which we modeled, as we prioritized working with local (i.e., county
and state-level) decision-makers, which required the modeling of local heterogeneities.
Finally, this manifested in the extension of the complexity of the disease context being
modeled. We include multiple vaccine and booster doses, multiple variants, variants of the
disease with increased transmission, immunity escape, and immunity waning.

Incorporating Population Heterogeneity

A criticism of ABMs (and disease models in general) is that they do not account for con-
founding factors or population heterogeneity which in uence disease spread (Maziarz
and Zach 2021). One confounding factor that is missing from many ABMs israce / ethnicity.
Different racial and ethnic groups interact differently with the healthcare system, with
Black, Hispanic, and those of lower income having lower trust in the healthcare system
(Richardson et al. 2012), have different social determinants of health (SDOH), and have
different contacts and interactions. This is compounded by the fact that racial and ethnic
minorities have a history of receiving lower quality of care which leads to worse outcomes
despite ever increasing methods to improve quality of care. (Egede 2006) In Starr and Kain
(2022), the authors build an ABM to study the COVID-19 cases and deaths given a speci ¢
county SDOH pro le. In the model, a geographic locality is represented using a well mixed
population who randomly interact with new individuals each day. They show that SDOH

like healthcare access to vaccines and age suffered more dangerous COVID-19 outbreaks.
While race/ ethnicity was included in the model, they directly incorporated race [/ ethnicity
fatality rates but did not vary vaccine uptake by age orrace /ethnicity. In Reeves et al. (2022),
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authors compare how models incorporated population heterogeneity through network
initialization over time. They nd that incorporating empirical evidence to initialize a het-
erogeneous population is essential as structural patterns emerge even if randomness is
inherent in underlying interactions and disease spread. They also conclude that capturing
heterogeneous missingness by population attributes is critical to capture disease spread.
In Hou et al. (2021), authors develop an stochastic SEIR model augmented with mobility
to study the relationship between disease spread, mobility, and demographic character-
istics in two counties. They concluded that incorporating heterogeneity has signi cant
policy implications as a one size ts all approach to reopening polices performed poorly as
disease spread varied across age groups, race ethnicity and mobility patterns. In Shastry
et al. (2022), the authors jointly incorporate age, race / ethnicity, occupation, and income
level into an ABM to study the ef cacy and equity between subgroups of shelter in place
events to slow COVID-19 epidemic waves in one county. They model heterogeneous and
dynamic adherence to the shelter in place measures and highlight that some policies that
are effective for the overall population disproportionately impact vulnerable populations.

Our model was developed and addressed research questions before or during the de-
velopment of the above work. Our model prioritized capturing the interactions of mul-
tiple population heterogeneities. This included future vaccine uptake by race /ethnicity
and age, high-risk medical conditions by race /ethnicity and age, essential worker status
by race/ ethnicity and urbanicity, NPl adherence by urbanicity, and realized vaccine and
booster uptake by age and county. We incorporated these heterogeneities, in a data-driven,
that did not require limiting assumptions that could potentially bias the analyses, The
incorporation of these intersections allowed for high-resolution analysis within population
subgroups which we included in all of our analyses (Table 2.5).

2.3 Disease Model

In this section, we discuss the core components of COVSIM V5. We discuss the fundamen-
tal simulation components of agent population creation in Section 2.3.1, the interaction
network in Section 2.3.2, the underlying force of infection model in Section 2.3.3, and the
disease states in Section 2.3.4. Next, we discuss COVID-19 speci ¢ model features of agents'
protective behavior in Section 2.3.5 and emerging variants in Section 2.3.6. Finally, we
discuss simulation seeding in Section 2.3.7, the calibration procedure in Section 2.3.8, and
the high-performance computing (HPC) implementation in Section 2.3.9.
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2.3.1 Agent Population Creation

We simulate 1,017,720 agents representing the North Carolina population of 10.5 million.
We sample multiple agent attributes from independent empirical distributions de ned

at the census tract level. This process begins with assigning agents geographically to a
census tract following the population distribution (U.S. Census Bureau 2017). Agents are
assigned an age group attribute according to the population demographic distribution in

their census tract. The age groups within the simulation are 0-4, 5-9, 10-19, 20-64, and 65 +.
We will refer to age groups 0-4 as toddlers, 5-9 as children, 10-19 as teens, 20-64 as adults,
and 65+ as older adults.

Independently from age, agents are assigned one race and ethnicity following census
tract-level data (U.S. Census Bureau 2017). We aggregate racel ethnicity to the following
broader groups for analysis: Black (non-Hispanic Black), White (non-Hispanic White),
Hispanic (White Hispanic, Black Hispanic, and Other Hispanic), and Other (non-Hispanic
Asian, American Indian or Alaska Native, Native Hawaiian or other Paci c Islander, other
race, or multiracial). We assume that all agents in a household have the same race / ethnicity.
Despite the independence of race / ethnicity and age in the model, the average age by
race/ ethnicity of the agent population is directionally consistent with reality such that the
White population is the oldest and the Hispanic population is the youngest, as shown in
the supplementary material of (Rosenstrom et al. 2022). This is likely due to using data at
the census tract level. We de ne Black, Hispanic, and Other as historically marginalized
populations.

The nal agent attribute incorporated into the model is an agent's high-risk medical
status. Diabetes is listed as one of the critical comorbidities associated with an increased
risk of severe disease by the CDC (CDC 2022a). We use the state-level prevalence of diabetes
by age and race/ ethnicity (United Health Foundation 2021) as a proxy for high-risk medical
conditions in the population. A set of agents is shown in Figure 2.2, which highlights the
age, race ethnicity, and high-risk medical status attributes of agents.

2.3.2 Interaction Network Generation

Agents have time-varying interactions with other agents through an interaction network
that propagates disease spread in the population. Figure 2.2 shows a small example of
the network model structure. Agents are randomly assigned membership to a household,
peer group, and community during the simulation initialization, and these groups are
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constant throughout the simulation time horizon. Characteristics of each type of group are
highlighted in Table 2.1. These groups approximate the settings in which a person spends
time during a 24-hour day. We de ned daytime and nighttime as time continuous segments
evenly dividing the simulation interval of a 24 hr day. Within one day, agents are active in
peer groups during the daytime and households during the nighttime. We assume agents
are always active in the community setting, as labeled in Figure 2.2. An agent's activity
status in a group also depends on their behavioral characteristics, as discussed in Section
2.3.5. As discussed in Section 2.3.9, each simulation replication generates a new interaction
network. As a result, the underlying network serves as a source of stochasticity within the
model output.

Figure 2.2: Time-varying agent interaction network. Agents are assigned households, peer
groups (work or school) and a community. Agents interact in peer groups during the day
and households during the night. Adult agents can be in workplace peer groups outside of
their community while children peer groups are inside the community. All agents interact

in the community during the day and night. A dotted circle indicates the presence of a
high-risk medical condition.
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Table 2.1: Interaction Network Group Type Characteristics

Group Type  Characteristics Relevant Data

Household Agents have an active status within the group only during the nighttime or if quarantined (U.S. Census Bureau 2017)
Size ranges from one to six and are sampled from the empirical distribution of household
size at census-tract level
Households have at least one adult or older adult.
Households house between zero and three children
Multi-generational and single parent households are possible.

Peer Group Peer groups approximate the workplace for adults and school classrooms for children and teens.  (Germann et al. 2006)

Agents have an active status within the group only during the daytime. (Wu et al. 2006)
Assume that toddlers and older adults do not have peer group interactions. (National Center for Education Statistics 2021)
Children's peer group size ~ Uniform (15, 25) (Transportation Planning Products 2016)

Teens' peer group size  Uniform (25, 35)
Increased to account for class changes throughout the day
School peer groups are comprised agents in the same age group and census tract.
Adults peer group size  Poission(20)
Adults can work in a different census tract than they live following census work ow data

Community A community corresponds to a single census tract with an empirically parameterized size (U.S. Census Bureau 2017)
All agents interact together in the community regardless of age
Infections can be generated from community interactions during both time periods
Other than workplace interactions, agents do not interact in communities outside of their own

2.3.3 Force of Infection Model

We use a force of infection (FOI) model similar to Shi et al. (2010b) to propagate disease
spread from agents' interactions. In general, the FOI is an expression of the collective
susceptibility and infectivity within the population and within subgroups. This FOI governs

the rate of new infections in the simulation, where a larger FOI yields more rapid infection
generation. This FOI model is a continuous-time approximation of disease spread as the
time until the next infection, t;,, is sampled from an exponential distribution with a
time-varying mean of 1=F Ol. Each agent experiences an individual FOI that depends

on their disease state, the disease state and activity of others they interact with, disease

D
i

parameters, and the time. The time-varying FOI experienced by agent i is de ned as
and " during the day and night and is calculated using Equations 2.1 and 2.2, respectively.
Note that iD and lN are modeled as varying continuously over the simulation horizon due
to changes in agent attributes (i.e., disease states or behavior), but the notation is simpli ed
here. If agent i is in the susceptible state, they contribute a positive susceptibility, § in
Equations 2.1 and 2.2. If agent | is in the presymptomatic, asymptomatic, or symptomatic
state, they contribute a positive infectivity ~m; in Equations 2.1 and 2.2. All other states do
not contribute to susceptibility or infectivity to the FOI. Once the ti,s is generated, one
network group, either a household (H), peer group (P), or community (C) is selected to host
this new infection based on the fraction of the total FOI within the group. Groups are well
mixed as each susceptible agent within the selected group is equally likely to be chosen
to become the next infected agent. Once an agent is selected for infection, they progress

through the disease state model shown in Figure 2.3.
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P=WiS ‘ dPWJm]e]hphX'J +S U : (21)

vesg L. : (2.2)

Here N is the size of the agent population, N; is the size of agent i's community, and n; is
the size of agent i 's active household. The active household size does not include agents in
the hospitalized or deceased disease states. w; accounts for the effect of masking as de ned
in Equation 2.3 and parameterized by Andrejko et al. (2022). We assume that agents do not
wear masks in the household or the community.

8

<0.33 ifagentjis assigned to wear a mask
w; = (2.3)
-1 otherwise

Letd i\j( be anindicator function to capture if two agents are in the same location as de ned in
Equation 2.4. We de ne thislocation as havingtype Y 2fH ,P,Cgasthese lead to differential
disease characteristics, but this location refers speci cally to agents having membership in
the same household, peer group, or community.

8

<1 if agent i and j are in the location Y
- (2.4)

- 0 otherwise

Y
ij
Additionally, let e; de ne the activity status of agent j in their peer group as shown in

Equation 2.5.

8

<1 oif agent j is active in their peer group
ej = (25)

- 0 otherwise

Let hy de ne the infectious hazard multiplier of the location Y 2fP,Cg. This hazard multi-
plier represents how likely the disease is to spread at location Y relative to the household.
Additionally, let hy ; de ne the infectious hazard multiplier of agent  j's disease state X as
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de ned in Equation 2.6.

8
§ hps ifagentjis presymptomatic

. Shus ifagentjis asymptomatic 26)
X,j — .
: % 1 ifagentjis symptomatic
0

otherwise

For a constant hazard value h,we de ne (h)in Equation 2.7, where Dy is the duration
in disease state X, and p,s is the probability an agent is asymptomatic.
Z,

«()=E[e "Px]= e ™fp, (x)dx (2.7)
0

Using ry v where X 2fP S, AS,Sgin location Y 2fH ,P,Cg, de ned in Equations 2.8 - 2.16,
we calculate the total number of secondary infections generated by a single infection Ry in
Equation 2.17. Here, ry y can be thought of as the number of secondary infections generated
by disease state X in location Y. The initial parameterization of these values was based on
previous modeling work (Wu et al. 2006; Ferguson et al. 2006; Ekici et al. 2014; Keskinocak
etal. 2020) for u and early COVID-19. Rather than parameterizingthe ry y, hy, hy, or
values directly, which are not readily available in the literature, we parameterize various
ratios of ry y values that describe how the disease spread occurs. These values have a clear
foundation in disease modeling literature. For example, we parameterize that close to 70% of
disease spread occurs outside the household (Wu et al. 2006; Ferguson et al. 2006; Ekici et al.
2014) and that more than 70% of disease spread occurs from symptomatic individuals (Wu
etal. 2006; Ekicietal. 2014). The complete set of ry y ratio equations and their interpretation

is shown in Appendix Table A.1. Given the set of target ratios of ry v, we can correspondingly
parameterize our hy, hy,and values using standard nonlinear numerical methods (e.g.,
Newton's method) similar to those presented in (Wu et al. 2006). Appendix Table A.2 shows

a complete parameterization of the identi ed values. As is discussed in Section 2.3.6 and
2.3.8,the values are modi ed to capture increases in transmissibility of the disease, which
inherently changes the relative values of ry y to each other. We discuss this assumption of
constant hy and hy values based on u and early COVID-19 ry y ratios in Section 2.4.5 and
Appendix A.1.

X6

hPS
s = Pa( 1)QA ( ) (2.8)
PSH . PS 2n
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X6 h
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ne1 2n 2n
hpshp . ®
fese=(1 ps(—>5 ) ainy (211)
i=1
hpsh hashp  °
rasp = Pas( ps( PSZP a asl( ASZP ) ain; (2.12)
i=1
heshe he
rsp=(1 pas) PS(T)(J- s( > ) an; (2.13)
i=1
hpsh
resc = N (1 ps( PSNC ) (2.14)
ho<h hch
rasc = PasN ( ps( PSNC @ asl( ASNC ) (2.15)
ho<h h
rse=PsN (ps(— ) s(=) (2.16)
Ro=TrpsH * FasH * sy * Tpsp+ Tasp + Isp + Ipsc t fasc + I'sc (2.17)

Case Importation

We include case importation to simulate new
The rate of case importation,
susceptible individuals in the census tract

varying as the number of susceptible agents

timp IS sampled from an exponential distribution with rate

|
ct

The importation rate is calibrated to North Ca
et al. (2020). Under the parameterization of

Lt, is a function of the importation rate

=21

infections that occur outside of the network.

and the number of
c attime t,! ... The importation rate is time-
changes. The time until the next importation,

'Ct for census tract c attime t.

(2.18)

ct

rolina similar to the approach in Keskinocak
as of December 2022, if there are 100,000
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susceptible agents in a census tract, then the expected time until a new imported infection
is 0.68 days.

2.3.4 Disease State Progression

Agents maintain time-varying membership to exactly one of eight disease states over the
simulation time horizon. These disease states, shown in Figure 2.3, model an extended
Susceptible-Exposed-Infected-Recovered (SEIR) disease progression. The infected ( 1) state
is extended to include presymptomatic infection ( 1p), asymptomatic infection ( 1,), symp-
tomatic infection ( Ig), and hospitalized ( H), and the recovered ( R) state is extended to
include death ( D). An agent's next disease state is conditional on the agent's current state
and attributes, and the time an agent spends in a given state is a random variable (See
Table 2.2 for a complete characterization). All states except susceptible ( S) and D have a
prede ned distribution governing the time an agent spends in the state. Agents leave state S
after being selected for infection as described in Section 2.3.3 or receiving a pharmaceutical
intervention. We include a transition from susceptible to recovered, S! R, to model three
types of pharmaceutical interventions. D is an absorbing state, so agents will not leave
this state after entering. We also include R! Sto model immunity escape of variants and
waning immunity. Immunity escape refers to individuals losing immunity to infection due

to a change in the circulating variant's genetic characteristics. Waning immunity refers to

the natural loss of protection from infection over time and does not require changes to

the circulating variant. Table 2.2 shows the corresponding state transition probabilities be-
tween disease states, which are dependent on age, high-risk condition, and immunity status
and it shows the time-in-disease-state distributions. From state S, agents begin stochastic
progression through the disease state network when they are selected for infection by the
FOI model in Section 2.3.3.

2.3.5 Modeling Agent Behavior

We account for several time-varying protective behaviors that impact disease spread in a
data-driven manner. Accurately characterizing the population's protective behavior is im-
portant for model calibration. Given a calibrated model with parameterized agent behavior,
we can conduct counterfactual analysis to study the impact of varying agent behavior or
public health policy, which is discussed in more detail in Section 2.4. The primary agent
behaviors incorporated are masking, uptake of pharmaceutical interventions (i.e., vaccine
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Figure 2.3: Extended SEIR Disease State Model. Agents leave the susceptible state if they
are selected for infection or receive a pharmaceutical intervention and progress through
the disease state network. The parameterized time-in-state distributions and transition
probabilities of transitions are indicated.

Table 2.2: Disease State Progression Under Delta Variant

State Time in State (Days) Next State Transition Probabilities

Susceptible (S) NA P(EjS,Selected forInfection)=1
P(RjS,First Vaccine Dose)= 0.4 Bernal etal. (2021); Fowlkes et al. (2021)
P(RjS,Second Vaccine Dosg= 0.8 Bernal et al. (2021); Fowlkes et al. (2021)
P(RjS,BoosterDose = 0.8 Moreira et al. (2022)

Exposed (E) 0.5+ Weibull( =1, =4.3)Grantetal.(2022) P(pjE)=1
[IQR: 1.74 - 6.47]
Presymptomatic ( Ip) 0.5 Ferguson et al. (2020) P(1ajlp) = 0.33;P(lsjlp) = 0.67 Mizumoto et al. (2020); Zou et al. (2020)

P(lsjlp,Immunity )multiplier = 0.5 (Powell etal. 2023)
and calibration

Asymptomatic ( 1,) Exponential( = %) Ferguson et al. (2020) P(Rjla)=1
[IQR: 0.58-2.78
Symptomatic ( Is) Exponential( = %) Hauser et al. (2020) P(H|S,Toddler)=0.0062 Twohig et al. (2022) and calibration

[IQR: 3.00 - 14.42
P(Hjls,Child )=0.0062 Twohig et al. (2022) and calibration
P(Hjls, Teen)=0.0062 Twohig et al. (2022) and calibration
P(Hjls,Adult)=0.03 Twohig et al. (2022) and calibration
P(Hjls,OlderAdult )=0.17 Twohig et al. (2022) and calibration
PHjls,Highrisk ) multiplier =3 Gregory etal. (2021)
P(Hjls,Immunity )multiplier =0.15 Kojima and Klausner (2022) and calibration
P(Hjls,Omicron ) multiplier = 0.8 Wolter etal. (2022) and calibration
PRils)=1 P(Hjlg)

Hospitalized (H) Exponential( = ﬁ) luliano et al. (2022) P(HjS,Toddler)=0Bastetal. (2021) and calibration
[IQR:3-14.45] P(DjH,Child )= 0Bastetal. (2021) and calibration
Omicron: Exponential( = é)(luliano etal.2022) P(DjH,Teen)=0Bastetal. (2021) and calibration
[IQR:1.72-8.32 P(DjH,Adult )=0.09 Bast et al. (2021) and calibration

P(DjH,OlderAdult )=0.34 Bast et al. (2021) and calibration
P(@DjH,Immunity )multiplier =0.1 Kojimaand Klausner (2022) and calibration
Recovered (R) Gamma( =25, =10)Nordstrometal.(2022) P(SjR)=1
[IQR: 215 - 282
or 80% return to susceptible
as Omicron is introduced Araf et al. (2021)
Dead (D) NA Absorbing disease state
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doses and boosters), isolation and quarantine, and mobility and school closures. We high-
lightimplementation details, relevant sources, and COVSIM scenario modeling applications
of each behavior in Table 2.3.

2.3.6 Emerging Variants

Over the course of the pandemic there have been several variants of the original wild strain.
To model multiple strains, we aggregate strain characteristics through a weighted average
by the strains' prevalence within North Carolina. The primary features that vary between
variants are the transmission rate (), risk of hospitalization and death, hospitalization time,
and immunity escape. We model these disease parameters as varying over time according
to variant prevalence rather than as a constant parameter. It is worth noting that there
has primarily been a single dominant strain circulating at a time. In this case, we model
the characteristics of the dominant strain and consider an aggregation of multiple strains
during transitions from one dominant strain to the next. See Appendix A.1 for more details
about variant calibration.

Immunity escape is modeled as an accumulation of recovered agents to be transitioned
to susceptible over a speci ¢ time window when the variant becomes dominant according to
its weekly prevalence. Agents entering the recovered state are eligible to experience variant
immunity escape if two conditions are met: they enter the recovered state before the variant
introduction, and their waning immunity would transition them to susceptible after the
variant introduction. If these conditions are met, they are assigned to have immunity escape
with probability according to the immunity escape parameter of the variant. Thus, we
assume the immunity escape has precedent over the immunity waning. We do not assume
differences between agents that have returned to the susceptible state from immunity
escape versus immunity waning.

2.3.7 Seeding

We have used three different simulation initializations or seeds, which serve as the simu-
lation's start and capture the pandemic's cumulative impact to date. The simulation has
been seeded for March 4, 2020, July 1, 2020, and July 1, 2021. Our methodology for seed
generation has evolved as the pandemic has increased in complexity. For the latest seed, we
used the number of current hospitalizations from N. C. DHHS (2017) to seed the number

of individuals in the hospitalized state and the cumulative deaths from N. C. DHHS (2017)
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Table 2.3: Details of Agent Behaviors

Behavior

Implementation

Scenario Modeling Applications

Masking

Areduction to an agents infectivity and susceptibility

in the FOI Equation 2.1 corresponding to the clinical

effectiveness of surgical masks

Use masking survey data from the COVIDcast Delphi

group to inform population masking behavior over time

Mask wearing tracked as a boolean agent attribute

Masking/ non-masking agents are randomly selected to

remove/wear masks according to time series data.

Masking is held constant at last observed level into the

future unless speci ed by the scenario design.

Assume masking heterogeneity by urbanicity
P(MaskinRural )=P(MaskinUrban ) 0.2
P(MaskinSuburban)=P(MaskinUrban) 0.1

Limitations: Agents are modeled wearing masks in

peer groups, not in the community, and we do not account

for agents' social behavior in the masking parameterization.

Relevant Data: Andrejko et al. (2022); Reinhart et al. (2021)

Conduct experiments varying the mask
uptake and quality, and experiments of
NPI lifting in combination with
vaccination

Pharmaceutical
Interventions

(P)

Vaccine doses: 40% effective against infection

Booster doses are 80% effective against infection

If susceptible, an agent will transition to the recovered
state with probability of ef cacy dose (Figure 2.3)

Pls are effective fourteen days after uptake.

Vaccine uptake modeled at county and age level.

Booster uptake modeled at state level by age.

Must be vaccinated to receive any of three boosters.

Pl doses tracked individually as a boolean agent attributes
Agents randomly selected from unvaccinated /unboosted
population to receive PI.

Vaccination reduces the probability of hospitalization and
death (Table 2.2)

Limitation: Vaccination does not change distribution of
time in health states

Relevant Data: Bernal et al. (2021); Fowlkes et al. (2021);
Moreira et al. (2022); Kojima and Klausner (2022);

N. C. DHHS (2017); CDC (2022b)

Conduct multiple experiments varying

vaccine uptake within at the state level,
within racial and ethnic subgroups, and
within age groups

Quarantine and
Isolation

Symptomatic agents quarantine in household

Adults quarantine with probability 0.5 and children

will always quarantine when symptomatic

Agents do not quarantine if presymptomatic or asymptomatic
Members of household with voluntarily quarantine

with probability 0.15 if an agent is symptomatic
Hospitalized agents are completely isolated and do not
contribute to disease spread

Limitation: Testing is not directly implemented so
presymptomatic and asymptomatic agents may have
disproportionate impact due to never quarantining
Relevant Data: Levy et al. (2022)

Essential Worker
Mobility

Use SafeGraph data to inform adult agent workplace
mobility over time
Use SafeGraph mobility metric of percent going to work to
model essential worker mobility levels
Census block level data is aggregated by income quartile and
urbanicity classi cation as de ned by Rural-Urban Commuting
Area (RUCA)
Given an agent's census tract, they are randomly selected
to have an active peer groups according to the aggregate
time-varying probability of going to work
Implemented using boolean variable tracking agents activity

peer group so the same agents are active/ inactive from day to day

SafeGraph tracks/ classi es devices as working full-time if
that device spent more than six hours at a location other than
their home during the period from 8 am to 6 pm in local time
SafeGraph data is not strati ed by age creating

a bias caused by school aged children

Limitation: We do not leverage SafeGraph to model where

essential workers are traveling for work or more broadly agents'

workplace or community mobility.
Relevant Data: NC DHHS (2020); SafeGraph (2021);
U. S. Department of Agriculture (2019); Jay et al. (2020)

Applied to model essential workers
during vaccine distribution

School
Closures

Reduce children and teen peer group interactions according
to North Carolina school schedule

During the summer closure children and teens are modeled as

staying home during the day

Implemented by switching boolean variable indicating the
agent is not active in their peer group

Limitation: We do not model weekends and holidays as
reductions in children and teen peer group activities.
Relevant Data: PHG (2022)

N /A

25



to seed the number of individuals in the death, recovered, and exposed states. Using the
deaths and an assumed infection fatality rate (IFR) of 0.005 (Hauser et al. 2020), we calculate
the total number of infections required to generate the observed number of deaths, which
leads to an estimate of the number of recovered individuals after subtracting the cumula-
tive deaths (i.e., Recovered=Deaths=l FR). Assuming a time from infection onset to
fatality of 2 weeks, we use the new deaths occurring from July 1, 2021, to July 14, 2021, and
similarly calculate the number of infections required to generate the number of deaths and
seed those as currently infected in the exposed state as of July 1, 2021. The remaining agents
not seeded to one of those four states are seeded to the susceptible states. We conduct this
seeding process using county-level information and apportion seeding counts from the
county to the census tractlevel by population. We seed all disease states by age following
the observed age ratios at the state level. Finally, we identify agents as previously vaccinated
following county-level uptake by age. We do not address direct differences by race / ethnicity
when seeding vaccinations, but this has been addressed in other work (see Section 2.4.2).
We note that older vaccinated adults are less likely to be still immune from infection from
their seeded vaccination, as they were vaccinated earlier in 2021, according to the vaccine
prioritization strategy in North Carolina.

2.3.8 Calibration Procedure

The simulation is calibrated against NC DHHS-reported COVID-19 current hospitalizations
and cumulative COVID-19 deaths at the state level. Uncertainty from our stochastic simu-
lation is quanti ed for each parameterization using the 10th and 90th quantiles calculated
over simulation replications. The loss function we seek to minimize through calibration
focuses on quantile coverage and the shape of the curve relative to the empirical disease
curve of interest (e.g., hospitalizations and deaths). Given the observed daily values of
hospitalization and deaths from the NC DHHS and corresponding simulation output, we
directly count the days the observed disease curve is within the 10th and 90th quantile of
the simulation output over the calibration period. We aim to have the observed data covered
by our range of uncertainty at least 75% of the calibration period. In combination with
this numerical metric, the curve shape is subjected to subject matter expert veri cation.
The shape considerations focus on peak timing and height, gradients of the observed data
relative to the simulation output, and crossings between the observed data and simulation
output. We consider the model well-calibrated when both quantile coverage and shape
requirements are satis ed.
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Given a seed for July 1, 2021, as described in Section 2.3.7, the primary parameters cali-
brated are the time-varying transmission rate, , time-varying hospitalization probability
given symptomatic infection, immunity escape probability, waning immunity distribution,
and probability of death given hospitalization. These parameters are based on literature
and tuned speci cally for disease spread in North Carolina. The time-varying parameters
refer to parameter changes associated with emerging variants. The calibration of these pa-
rameters is done manually. While no formal simulation optimization algorithm is applied,
the manual approach resembles that of a multi-objective global search algorithm, like a
genetic algorithm. We apply a grid search over the tting parameters, and focus or expand
the area of the grid given the best parameter set from the previous search iteration. The
search space is bounded for each parameter of interest. At each iteration, the epidemic
curves' quantile coverage and shape are evaluated, and if both are satis ed, the stopping
criteria for the search are met.

Over the course of multiple model calibrations, our team has gained insights into best
practices that decompose the calibration of our model into multiple steps. First, we typi-
cally tthe timing of hospitalization waves, which historically has been impacted by the
transmission rate and immunity escape /waning parameters. Next, we tthe height of the
hospitalization waves by tuning the probabilities of hospitalization and the additional
protection conferred by previous immunity. Once hospitalizations are t, we can t cumu-
lative deaths by adjusting the probability of death and additional protection conferred by
previous immunity. Several important limitations on model calibration are discussed in
Section 2.4.5.

For example, in the latest calibration, we consider the transition from the Delta to
Omicron variants (B.A.1-B.A.5). The time-varying transmission rate is constrained to be
monotonically increasing as variants have increased in transmissibility, and the range
of values of the Omicron transmission rate evaluated are between 1-1.5x that of Delta.
The time-varying hospitalization rate decreases, and the range considered is between 0.5-
0.8x that of Delta. Regarding immunity loss, the immunity escape parameter of Omicron
evaluated was between 50-80%. The waning immunity distribution is assumed to follow
a Gamma distribution. The range of parameters evaluated is constrained such that the
distribution median is between 3 and 8 months.

Manually calibrating the simulation allows us to simultaneously search the parameter
space and understand if we are not accounting for a prominent underlying behavior within
the population. If simulation results are not well calibrated after a search of the param-
eter space, this prompts additional analysis to inform modi cation or incorporation of
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additional granularity to agent behavior.

2.3.9 High Performance Computing Work ow and Implementation

COVSIMisrunand results are processed on NC State's HPC cluster, Hazel, as shown in Figure
2.4. We use a message passing interface (MPI) wrapper to submit multiple replications of the
simulation as tasks in a single parallel job. Given the parallel nature, each replication task is
run on a single core from one of the multiple types of nodes. These nodes are most often
Intel Xeon E5-2640-2690 processors, with 3-13GB of memory allocated to each core on the
node. Post-processing of simulation results occurs on the same compute components. The
average simulation runtime is approximately four hours per replication when simulating
365 days of disease spread, but results vary due to node-speci ¢ workloads and stochastic
disease progression. The long runtime and associated memory constraints motivate our
one-in-ten scaling of the agent population compared with the population of North Carolina.
Post-processing time can vary from less than one second to around two hours depending on
the output les being processed, and it is again stochastic due to varying node workloads.
Post-processed results are then transferred to a local desktop for further analysis and
visualization.

Figure 2.4: High Performance Computing Work ow
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Simulation Implementation

The simulationisimplementedinC ++ 11 and utilizesthe g ++ compiler. A single argumentis
used forthe C ++ executable, atext le containing 90 + simulation parameters speci cto the
scenario and replication task. This is required through the MPI wrapper implementation, as
each task is managed separately. A random number seed is included as an input parameter
in each text le to induce stochasticity across the replications. The C  ++ standard library is
the only library required for implementation, andthe ~ <random > library is used for random
number generation. Depending on the simulation task, the number of replications will

be either 50 or 150, where the latter is employed if more precise quantile information is
needed.

Output File Structure and Post-Processing Implementation

Each output le generated from the simulation records daily values for various metrics for
each census tract. For example, these simulation metrics typically count the number of new
agents entering a disease state daily. These metrics are disaggregated by agent attributes
including age, race / ethnicity, high-risk medical condition, and urbanicity, both individually
and jointly.

Post-processing is implemented in Python 3 and uses NumPy and Statistics packages.
For a given subpopulation disaggregation and metric of interest, census tract values are
aggregated by county and state for each day and replication. These geographic aggregations
are stored in a four-dimensional array indexed by day, subpopulation,location, and replica-
tion. Mean, variance, and the quantile set f0,2.5,5,10,...,95,97.5,100gare calculated across
the replications to produce each statistic over time for each subpopulation and location.

Computational Bottlenecks

The bottleneck for the simulation runtime is the variable, shared memory amongst multiple
cores on a single node in combination with the large amount of computation required
from the model structure. However, given the scale of replications typically run for simula-
tion experiments, it is often more computationally ef cient to run more replications with
shared memory than fewer replications with exclusive memory. Similarly, post-processing
runtimes can be long when processing large output les, as it takes time to load them into
memory for analysis. While we do not use any form of exclusive memory for post-processing
tasks, this may be an area for further investigation to reduce HPC runtimes.
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Table 2.4:  Summary of COVSIM Model Applications

Application Study Simulation  Scenario Axes Modeling Insights Publication
Period Horizon & Theme

Addressed the impact of 1172020- 3/2472020- Axis 1: Vaccine Ef cacy « We demonstrated the trade-offs of ef cacy (Patel et al. 2021)
population-wide vaccine 2 /2021 924/2021  +[50%, 90% vs. coverage, nding that a large quantity of NPIs
uptake and NPI relaxation Axis 2: Vaccine Uptake lower-ef cacy vaccines could be better than a &Pls
against the wild strain of * [25%, 50%, 75% smaller quantity of higher-ef cacy vaccines.
COVID-19 under uncertainty of « No differences in vaccine uptake by * We also found that maintaining NP1 usage
vaccine quantity and ef cacy race /ethnicity or age until enough of the population was fully

Axis 3: NPI Behavior vaccinated was essential or a rebound wave

« NPIs remain active could occur.

* NPIs are lifted « We found that the Black population had

higher rates of hospitalization and death in
part due to differences in contact patterns
within the population and the increased
prevalence of high-risk medical conditions
despite homogenity in vaccine uptake by

subgroup.

Given the observed disparites  272021- 7/172020-  Axis 1: Vaccine Prioriziation Scheme « We found that Black and Hispanic populations  (Rosenstrom et al. 2022)
in disease burden prior to 5 /2021 12/31/2021 - Studied combinations populations had a 34% and 16% higher age-adjusted Equity
vaccine rollout, we modeled *65 + mortality rate than the white population under
the impact of historical vaccine « High risk medical condition baseline uptake.
uptake disparities in « Essential workers « Even with increased uptake in historically
combination with vaccine *« HMPs marginalized populations, there would be
prioritization schemes. We Axis 2: Vaccine Uptake signi cant disparities between historically
analyzed the multiple objects « Historical u vaccine uptake marginalized populations and the White
of disease burden, mortality « Increased vaccine uptake in HMPs population.
and disparities by racial /ethnic « Increased vaccine uptake in entire « These results emphasize the need for
subpopulations population additional efforts needed to be taken to

Axis 3: Distribution Strategy increase uptake in historically marginalized

« Naive Distribution populations to address the disparities in

« Vaccine only given to susceptible disease burden.

individuals
Addressed the impact of 772021- 7/1772021- Axis 1: Vaccine Uptake by County « We found that removing NPIs in schools can (Rosenstrom et al. 2022)
childhood vaccination and 12 /2021 711/ 2022 * No uptake lead to rebound waves in cases, NPIs
school NPI policies under the « Children uptake reaches 50% of adult  hospitalization, and deaths if vaccine uptake &Pls
Delta variant « Children uptake reaches 75% of adult ~ was not high enough.

« Children uptake reaches 100% of adult < We strati ed the results by age and

* 50% increase for entire population demonstrated how the behavior of children

* 75% increase for entire population and teens impacted adults and older adults,

Axis 2: School NPI Policy highlighting that one group's behavior can have

* NPIs remain in place an impact on the entire community. This

« NPIs incrementally lifted manifested particularly in hospitalizations as

« NPIs lifted on 12 /28/ 21 moderate vaccine uptake among children and

* NPIs lifted on 3 / 8/ 2022 teens led to 30+ % decrease in peak

hospitalizations across various masking
scenarios.

2.4 Application of the COVSIM Model

Since July 2020, the we have addressed research questions studying the impact of population
behaviors and public health policy within age, race / ethnicity, and urbanicity subpopu-
lations, and the impact subpopulation behaviors' have on the broader community. The
agent-based structure is well suited to study the impact of behavior. Subpopulation-level
insights are accessible through our detailed population characterization and are important
for fully understanding disease spread and burden within the population. These research
guestions offer both insights to inform public health policy at the county, state and national
level and within strati ed subpopulations, and cover two major themes: the interplay of
nonpharmaceutical interventions and pharmaceutical interventions and equity. In this dis-
sertation we will focus on three of the ve modeling analyses conducted that best highlight
the capabilities of our agent-based modeling framework. An overview of the application,
time-frame, and major ndings are listed in Table 2.4, and additional modeling consid-
erations are shown in Table 2.5. We also include discussion on how the model was used
to inform county level decision-making in Section 2.4.4, and nally, we discuss various
lessons learned, challenges, and limitations associated with our work (Section 2.4.5).

30



Table 2.5: Features of COVSIM Model Applications

Attribute

Sec2.4.1 Sec24.2 Sec24.3

Number of Scenarios

Number of Replications

NPIs Considered In Scenario Design
Vaccines Considered In Scenario Design
Boosters Considered In Scenario Design
Age Considered In Scenario Design
Race Ethnicity Considered In Scenario Design
Coverage Based Vaccine

Two Dose Vaccine

Boosters

Vaccine Uptake by Race/ Ethnicity
Vaccine Uptake by Age

Vaccine Uptake by County

Variants Included

Waning Immunity

Shared Results with Local Stakeholders
Urbanicity Results Strati cation

Age Results Strati cation

Race Ethnicity Results Strati cation
Uncertainty Quanti cation

28
45

X

X

NA

X
X
X
X

Std. Dev.

28
45

X

X
95% ClI

28
45

X

X

95% ClI
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2.4.1 Association of Simulated COVID-19 Vaccination and Nonpharma-
ceutical Interventions With Infections, Hospitalizations, and Mor-
tality

Introduction

This analysis was conducted from November 2020 through February 2021. During this time
frame the SARS-CoV-2 vaccines were predicted play a major role in achieving suf cient
population immunity to end the COVID-19 pandemic (Jeyanathan et al. 2020). In May
2020, the US Department of Health and Human Services launched Operation Warp Speed,
a public-private partnership with the goal of administering 300 million doses of COVID-
19 vaccine by January 2021 (US DHHS 2020). Furthermore, with an estimated 16 billion
doses required to meet global demand, mass vaccination campaigns across the world were
set to be unprecedented (Krammer 2020). In December 2020, the Moderna (Jackson et al.
2020) and P zer-BioNTech (Walsh et al. 2020) messenger RNA vaccines were authorized for
emergency use, with more expected to follow in 2021 (Peiris and Leung 2020; Shariare et al.
2021).

At the time, recent mathematical modeling suggested that prioritizing vaccine distribu-
tion and uptake would maximize the bene t of a highly ef cacious vaccine (Paltiel et al.
2021; Bartsch et al. 2020; Matrajt et al. 2021). Bartsch et al. (2020) estimated that at least 75%
of the US population would need to be vaccinated with an ef cacy of 70% to reduce the
epidemic peak by more than 99% without other interventions. Considering the complexities
of large-scale vaccine production, distribution, and uptake, achieving high coverage would
be challenging (Bartsch et al. 2020). Therefore, critical questions remained regarding the
need to continue nonpharmaceutical interventions (NPIs), such as physical distancing and
use of face masks, as the public is vaccinated over time (Paltiel et al. 2021; Saad-roy et al.
2020). Models of SARS-CoV-2 transmission that capture complex and heterogeneous inter-
actions between individuals were needed to understand the dynamics between COVID-19
vaccination strategies and other behavioral interventions (Aylett-Bullock et al. 2021).

Using COVSIM V2, we estimated the effect of hypothetical scenarios of vaccine ef cacy
and population coverage on SARS-CoV-2 infections and COVID-19-related hospitalizations
and deaths. Simulating vaccine distribution in North Carolina, we compared the outcomes
of varying ef cacy and coverage with NPIs maintained and removed concurrently with vac-
cine distribution. To explore meaningful differences between subpopulations, we strati ed
the results by race / ethnicity and urban, suburban, and rural communities. These objectives
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were informed by state and local public health decision-makers involved in the COVID-19
response.

Scenario Design

In the scenarios studied vaccines were distributed uniformly to adults (20 years and older)
during a 6-month period. We simulated scenarios in which vaccine distribution started
when 10% of the state had been infected (day 213). Three vaccine coverage scenarios
achieved 25%, 50%, and 75% of adults vaccinated by the end of the 6-month distribution
period. Vaccine distribution ramped up with 50% of the nal coverage distributed in the

rst 4 months and 50% distributed in the last 2 months. Vaccine ef cacy was modeled as the
probability that a vaccinated, susceptible agentimmediately transitions to the recovered
state. In this version of the model, we did not incorporate any waning immunity from

the recovered state. Vaccine ef cacies tested were 90%, based on preliminary estimates of
vaccine ef cacy from phase 3 trials, and 50%, based on the minimum ef cacy threshold
established by the US Food and Drug Administration. We simulated the 2 ef cacy levels
and 3 coverage levels, resulting in 6 vaccination scenarios (A-F), the best case being 90%
ef cacy with 75% coverage (A), and the worst case being 50 ef cacy with 25 coverage (F). In
addition, we simulated a no-vaccine scenario (G) to provide context.

We modeled several NPIs that were held constant across a portion of the simulation
time horizon. These included limited adult mobility modeled at the county level using
SafeGraph data (SafeGraph 2021), and a hybrid schooling policy for children, masking, and
voluntary quarantining if a member of your household was infected. We simulated vaccina-
tion scenarios (A-F) with these NPIs maintained (A1-F1) and removed (A0-F0). When NPIs
were maintained, they remained at prevaccination levels throughout the simulation. When
NPIs were removed, workplace and community interactions, including schooling, returned
to normal and agents no longer isolated or quarantined immediately at the midpoint of the
6-month vaccine distribution period. Use of face masks decreased at a rate proportional to
the number of agents vaccinated until the end of vaccine distribution. Figure 2.5 shows the
timing of interventions during the 18-month simulation.

Statistical Analysis: The outcomes estimated included daily total infections (symp-
tomatic and asymptomatic), hospitalizations, and deaths. For each outcome, we computed
totals during the simulation period and cumulative incidence on the nal day of the sim-
ulation (Figure 1). To compare the effects of different vaccination scenarios with NPIs
maintained (A1-F1) and NPIs removed (A0-FO0), we computed risks of infection from the
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Figure 2.5: Description of Vaccination and Nonpharmaceutical Interventions (NPIs) Dur-
ing the 18-Month Simulation. The agent-based model simulated an 18-month period, with

vaccines distributed during 6 months and NPIs implemented. Midway through vaccine

distribution, NPIs were either maintained or removed. Outcomes were computed across
the entire simulation and from the start of vaccination to the end of the simulation.

start of vaccine distribution and risk differences between scenarios, with the worst-case
vaccination scenario with NPIs removed (FO) as the reference category. The mean and SD
of each outcome measure were calculated across the 45 replications.

Sensitivity Analysis: To evaluate the robustness of results to parameter speci cation,
we conducted a 2-way sensitivity analysis in which the transmission rate ( ) and mask
ef cacy were varied. The original transmission rate of 1.12 was set to lower and upper
bounds (1.06 and 1.19, respectively) per Li et al. (2020). The original mask ef cacy of 50%
was also varied to 70% (based on a recent evidence review (Howard et al. 2021)) and 30%
(as a more conservative estimate of protection). Under these combinations of parameter
values, simulations were run for the Al, F1, AO, and FO scenarios, and the estimated risk
differences were compared with those from the main analysis.

Results

Statewide Analysis: In a simulation of 10,490,000 individuals, a 50% ef cacious vaccine at
25% coverage with NPIs removed (FO) resulted in a mean (SD) infection rate of 30.8% (0.2%)
after 18 months (Table 2.6). During the 11-month period from the onset of vaccination,

a mean (SD) of 2,231,134 (117,867) new infections occurred in this worst-case scenario
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compared with a mean (SD) of 799 949 (60 279) infections with NPIs maintained. In contrast,
the best-case 90% ef cacious vaccine at 75% coverage with NPIs maintained (Al) resulted
inamean (SD) of 450,575 (32,716) new infections, for a 19% (SD, 1%) absolute risk reduction
compared with a mean (SD) of 527,409 (40,637) new infections with NPIs removed. When
NPIs were removed, mean (SD) risk reductions ranged from 9% (1%) for EO to 18% (1%)
for AO with increasing vaccine ef cacy and coverage. Scenario DO (50% ef cacy with 75%
coverage) had a greater risk reduction than scenario C0O (90% ef cacy with 25% coverage) ata
mean (SD) of 13% (1%) and 8% (1%), respectively, suggesting vaccine coverage had a greater
association with reducing infections than ef cacy. Figure 2.6 shows more pronounced
differences in daily new infections with and without NPIs with lower vaccine ef cacy
and coverage. For example, scenarios with NPIs removed showed second infection peaks,
whereas those with NPIs maintained did not (eg, under the FO scenario, an estimated 16,335
new infections occurred on day 368).

Table 2.6: Risk of SARS-CoV-2 Infection From Start of Vaccine Distribution by Vaccination
and NPI Scenarios

All vaccination scenarios with NPIs had lower risks than without NPl counterparts;
these differences tended to increase with lower vaccine ef cacy and coverage. Maintaining
NPIs with the worst-case vaccination scenario (F1) reduced infections by a mean (SD) of
15% (1%) compared with this scenario without NPIs (FO). In contrast, the mean (SD) risk
reductions for scenarios A1 and A0 were similar at 19% (1%) vs 18% (1%), suggesting that
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Figure 2.6: Daily New Infections by Vaccination and Nonpharmaceutical Intervention
(NP1) Scenarios During the 18-Month Simulation

NPIs had a smaller association with outcomes in best-case vaccination. Similar patterns
for the joint association of vaccination and NPIs were observed for mortality risks and
hospitalizations. A mean (SD) of 15,166 (589) deaths, accounting for 0.1% of the population,
resulted from worst-case vaccination without NPIs (FO), whereas best-case vaccination
with NPIs (A1) resulted in a mean (SD) of 6,789 (450) total deaths (Table 2.7).

Subgroup Analysis: Cumulative incidences of infections, hospitalizations, and deaths
by scenario varied across racial / ethnic groups (Table A.4). White individuals had the
lowest incidence of infections, whereas Hispanic individuals had the lowest hospitalization
and mortality rates. Black individuals tended to have the highest incidence of infections,
hospitalizations, and mortality. The mean (SD) reduction with best-case vaccination and
maintaining NPIs (scenarios Al vs FO) was greater among White and Black individuals (-82
(6) and -82 (10), respectively, per 100,000) compared with Hispanic individuals (-72 (14)
per 100,000) (Table 2.8). This trend in mortality reduction between racial /ethnic groups
was generally consistent for each vaccination-NPI scenario according to difference-in-
differences analyses.

Rural tracts had a higher incidence of infections, hospitalizations, and deaths compared
with urban tracts in all scenarios (Table A.5). Although urban and suburban tracts had
comparable cumulative infections, suburban tracts experienced more hospitalizations and
higher mortality. The mean (SD) reduction with best-case vaccination and maintaining
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Table 2.7: Risk of SARS-CoV-2 Infection From Start of Vaccine Distribution by Vaccination
and NPI Scenarios

NPIs (scenarios Al vs FO) increased across the urban-rural continuum (-76 (1) to -98 (5)
per 100,000) (Table 2.8). Similar to race/ ethnicity subgroup analyses, this general trend
between tracts was consistent for each vaccination-NPI scenario.

Sensitivity Analysis: Varying the parameter values for transmission rate and mask
ef cacy resulted in differences in infections risks while vaccines were distributed (Table
A.6). However, patterns in risk reductions were comparable with the main analysis and
consistent with our results on the consequences of higher vaccine ef cacy and coverage
and maintaining NPIs during vaccine distribution.

Discussion

Our study suggested that, for a population of 10.5 million, approximately 1.8 million in-
fections and 8,000 deaths could be prevented during 11 months with more ef cacious
COVID-19 vaccines, higher vaccination coverage, and maintaining NPIs, such as distancing
and use of face masks. Moreover, our ndings highlighted the importance of continued
adherence to NPIs while the population is vaccinated, particularly under scenarios of lower
vaccine ef cacy and coverage. Maintaining NPIs throughout the 6-month vaccine distribu-
tion period appeared to reduce infections to levels seen at the beginning of the pandemic.
In contrast, under scenarios with low vaccine ef cacy and coverage, premature removal
of NPIs could result in a resurgence of infections with a magnitude exceeding that before
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vaccine distribution.

While initial vaccine trials demonstrated 95% ef cacy to reduce symptomatic infec-
tions (Mahase 2020), the ability of immunization to prevent asymptomatic infection and
transmission was not well understood (Krammer 2020; Peiris and Leung 2020; Lipsitch and
Dean 2020). Furthermore, protection was limited in those who miss a booster dose or if a
new strain of the virus with antibody resistance emerges (Salvamani et al. 2020). Therefore,
a universal vaccine ef cacy of 90% modeled in our study was likely to be overly optimistic.
Similarly, vaccinating at least 75% of the adult population during 6 months, as modeled
in our study, was an optimistic scenario design choice given issues surrounding vaccine
supply, distribution, and hesitancy (Schaffer Deroo et al. 2020; Szilagyi et al. 2021). Thus,
although the differences between the number of infections in the best-case vaccination
scenario with and without NPIs were smaller than in other scenarios, achieving 90% ef cacy
and 75% coverage may not be realistic, which supported continued NPI adherence.

Consistent with prior studies (Paltiel et al. 2021; Bartsch et al. 2020), our ndings sug-
gested that higher vaccine coverage (ie, 75% vs 25%) could lead to a comparatively greater
reduction of infections than higher vaccine ef cacy (ie, 90% vs 50%) when NPIs are re-
laxed. Although coverage is a function of vaccine supply, distribution, and uptake, it was
only considered broadly in our study. Furthermore, the vaccine was distributed through-
out the population uniformly rather than by priority groups. Comparing the scenarios
with 90% ef cacy and 25% coverage with those with 50% ef cacy and 50% coverage, in
which coverage is doubled, we observed minimal differences in risk of new infections and
COVID-19-associated hospitalizations and deaths.

For SARS-CoV-2, the threshold for herd immunity is estimated at 58% for an RO of 2.4,
although depending on population characteristics and virus transmission dynamics, es-
timates can range from 43% to 90% (Anderson et al. 2020; Britton et al. 2020). We found
that suf cient population protection to slow new infections was achieved through vaccina-
tion during 6 months and NPIs, although removing NPIs during vaccination distribution
was associated with additional hospitalizations and deaths. Our ndings suggested that
coordinated efforts were needed to maximize vaccine coverage and adherence to NPIs to
reduce COVID-19 burden to a level that could safely allow a resumption of many economic,
educational, and social activities.

We found disparities in COVID-19 mortality by race /ethnicity consistent with prior
ndings that Black /African American individuals are at higher risk of hospitalization and
death (Yancy 2020). In our model, these disparities were partly explained by diabetes
as a risk factor for hospitalization and were likely underestimated because we did not
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account for other high-risk conditions as well as the adverse effects of structural racism
(Egede and Walker 2020; Hooper et al. 2020). We also found higher rates of COVID-19
hospitalizations and mortality in rural compared with urban communities. We did not
account for the potential for hospitals or intensive care units to become overburdened,
so deaths could be greater than estimated, particularly in rural areas. Assuming vaccine
distribution is uniform, we found that vaccination and NPIs were associated with reduced
infections, hospitalizations, and deaths across racial /ethnic groups and rurality, whereas
no scenarios appeared to be substantially associated with reduced disparities in these
outcomes. Although not examined herein, lower vaccine uptake among Black /African
American and rural communities (Szilagyi et al. 2021) and the logistical challenges of
vaccines requiring ultracold storage (Dooling et al. 2021) and multiple doses have the
potential to further exacerbate disparities in COVID-19 mortality.

2.4.2 Canvaccine prioritization reduce disparities in COVID-19 burden
for historically marginalized populations?

Introduction

This analysis was conducted from February 2020 through May 2021. Up until this point in
the pandemic, historically marginalized communities of color had experienced a dispro-
portionate burden of morbidity and mortality (Selden and Berdahl 2020; Ray 2020; CDC
2021d,c; Akinbami et al. 2020; Reitsma et al. 2021; Kahn et al. 2020). The unequal impact
on these populations was driven by risk factors such as essential-worker status, age, living
arrangements, and high-risk medical conditions (Selden and Berdahl 2020; Ray 2020; CDC
2021c; Akinbami et al. 2020; Reitsma et al. 2021). In response, the National Academies of
Sciences, Engineering, and Medicine (NASEM) (Kahn et al. 2020) had drafted a framework
for the equitable allocation of SARS-CoV-2 vaccines, which aimed at overall reductions in
morbidity and mortality and explicitly outlined approaches to mitigate structural inequities.
Despite this guidance, there was substantial variability in vaccine rollout strategies at the
state and local levels. All the states included healthcare workers and long-term care facility
residents in their initial priority groups, but subsequent phases included prioritization for
varying combinations and orderings of groups such as frontline essential workers, educa-
tors, congregate living facility residents and staff, those with high-risk medical conditions,
and older populations (Kates et al. 2021). Which strategies best achieved the goals set out
by the NASEM or what approaches will most effectively accomplish future public health
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targets aiming to reduce disparities remained unknown.

Vaccination prioritization scenarios had been studied using various modeling ap-
proaches (Bubar et al. 2021; Ferranna et al. 2021; Paltiel et al. 2021; Fujimoto et al. 2021).
The ndings suggested that prioritizing older adults had the greatest impact on COVID-
19 mortality, while prioritizing individuals who have a large number of interactions with
other individuals during the day had the greatest impact in reducing morbidity (e.g. inci-
dence of disease) (Bubar et al. 2021; Ferranna et al. 2021). Fujimoto et al. (2021) studied
susceptible-only distribution (i.e. distributing vaccines only to people without a previous
case of COVID-19) and found it to be effective for increasing the bene t of COVID-19
vaccine supply. Ferranna et al. (2021) assessed equity by assuming essential workers in
their model are more likely to be members of vulnerable populations. They reported that
prioritizing older adults over vulnerable populations led to higher reduction in mortality;
however, they did not explicitly consider racial and ethnic disparities that may arise un-
der different vaccination scenarios. To our knowledge, no studies had explicitly designed
or tested vaccination strategies explicitly considering race and ethnicity in the models,
nor tested additional vaccination strategies aimed at increasing uptake within population
subgroups.

Vaccine equity discussions and efforts had focused on reducing health inequities that
are related to systemic social injustices, e.g. targeting those at disproportionate risk for
COVID-19 (Salmon et al. 2021) through measures such as identifying zip codes based on
incidence rates or disadvantage indices (Schmidt et al. 2021) (e.g. social vulnerability index).
Some have warned that prioritizing adults aged 65 + without working to remove barriers and
promote equity could worsen existing racial disparities (Jean-Jacques and Bauchner 2021).
Reitsma et al. (2021) concluded that equity-focused public policy is required to address
disparities that have arisen during the pandemic. These studies highlighted the need for
equity-focused modeling that explicitly captures the racial and ethnic demographics of
the population, multigenerational households, demographic-informed workplace activ-
ity throughout the pandemic, and vaccine uptake as a function of racial  /ethnic and age
characteristics of the population.

We used COVSIM V3 to compare vaccination prioritization strategies by total infections
and severe outcomes with an emphasis on quantifying /assessing measuring racial and
ethnic disparities of historically marginalized populations (HMPSs). In this analysis, we
focused primarily on the rst 6 months of vaccine rollout in the USA, when availability was
limited. We evaluated prioritization strategies based on age (e.g. 65 +), type of employment
(e.g. nonmedical essential workers), health risks (e.g. people with chronic conditions such
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as diabetes), and social vulnerability (e.g. HMPs). We also explored operational strategies
such as susceptible-only distribution and strategies that increased uptake (e.g. achievable
through strategies that reduced barriers to access, built trust, or increased communication
(Salmon et al. 2021; Jean-Jacques and Bauchner 2021; Ndugga et al. 2021)). This analysis
demonstrated the importance of accounting for systemic factors that vary by race  / ethnicity
when evaluating policy outcomes, indicating equity needs to be at the forefront of future
vaccination policy.

Scenario Design

Figure 2.7: Vaccine Equity: Simulation timeline for NPI, variant, and vaccine behavior.

We modeled 29 vaccination-prioritization and distribution scenarios (Figures A.14, A.15,
and A.16) considering a combination of (i) target vaccination groups, (ii) vaccine uptake, and
(iif) susceptible-only distribution. A total of 8 million doses were distributed at a uniform
daily rate from 2021 January 10 until 2021 August 24. Vaccinations were administered to
the 75+ and frontline populations beginning on 2020 December 13. In each scenario, the

rst-dose distribution targeted a speci ¢ group until either 60% of the prioritized group
had been vaccinated or uptake had been fully satis ed, whichever occurred rst, before
extending eligibility to the next group, per CDC guidance (CDC 2021b). We assumed agents
were eligible for a second dose 28 days after the rst dose, with 15% attrition (Trantham
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et al. 2018). Vaccine ef cacy occurred 2 weeks after a dose (70% after the rst and 90% after
the second). Vaccination implementation details can be found in Figure A.12.

The groups studied were people age 65 + (Age), adults with a high-risk condition, essen-
tial workers (Essential), HMPs, those that live in a low-income census tract, and the adult
population for which there is no prioritization. Ordering scenarios consisted of 2 groups.
After the second group was vaccinated, eligibility opened to all the remaining adults. Here,
we focused on the Age and Essential priority groups which correspond to Age—Essential
(Group 1: Age and Group 2: Essential) and the Essential-Age (Group 1: Essential and Group
2: Age) prioritization orderings. The baseline scenario for this study was the Age—Essential
(Dooling et al. 2021).

The baseline vaccine uptake parameter captured a combination of an agent's hesitancy
to vaccinate and access to the limited supply (e.g. location /transportation accessibility,
language barriers, ease of appointment scheduling, and so on). Baseline vaccine uptake
followed historical uptake trends from seasonal u vaccine coverage (CDC 2021e). or age
65+, the uptake was 71.9%, 62.3%, 59.3%, and 71.9%, for White, Black, Hispanic, and others,
respectively. The corresponding uptake for ages 20—64 was 45%, 36.7%, 36.1%, and 45%,
respectively. Figures A.7, A.8, and A.9 show simulation uptake. Additional scenarios included
increasing uptake to 100% for (i) HMPs and (ii) everyone. While 100% uptake may be unlikely
in practice, this extreme scenario provided insightful results by establishing an upper bound
for comparison. Since we assumed limited supply, most populations would not be fully
vaccinated even under scenarios with 100% uptake.

Under the susceptible-only distribution strategy, doses were only given to susceptible
agents. Operationally, this was comparable to administering an antibody test immediately
prior to vaccination and only vaccinating individuals without antibodies. This maximizes
the utility of the vaccine by leveraging the natural immunity of those previously infected
(Fujimoto et al. 2021).

Results

Baseline: at the time when vaccine distribution was assumed to begin, the simulated cumu-
lative percentage of the population infected was approximately 18.6% with Black, Hispanic,
other, and White having 21%, 20.2%, 20.8%, and 17.6% age-adjusted infection rates, respec-
tively. In the baseline vaccination prioritization scenario, we found the following simulated
outcomes by 2021 December 31, at the state level: cumulative infections of 42.9%, 796
hospitalizations per 100,000, and 174 deaths per 100,000. This corresponded to the fol-
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lowing outcomes for Black, Hispanic, other, and White: 45.8%, 46.3%, 44.6%, and 42.4%
age-adjusted infection rate; 838, 779, 748, and 691 age-adjusted hospitalizations per 100,000;
and 181, 158, 152, and 135 age-adjusted hospitalizations per 100,000, respectively.

Effect of Prioritization and Ordering At the state level, as shown in Figure 2.8(a), the
Age and Essential prioritizations led to a signi cant reduction in deaths (2.5% or 460 deaths)
compared to no prioritization. Prioritizing Essential-Age signi cantly reduced infections
(4.2%) compared to prioritizing Age—Essential, without signi cantly impacting the death
rate. At the subpopulation level, Age—Essential prioritization reduced the White population's
death rate by 2.6% compared to no prioritization (2.8b vs. d), but did not signi cantly reduce
morbidity or mortality for any HMPs. Under Age—Essential prioritization (Figure 2.8c),
greater morbidity and mortality continued for HMPs compared to the White population,
8.1%, 9.2%, and 5.3% more infections and 34.4%, 17.1%, and 13.2% more deaths for Black,
Hispanic, and other populations, respectively.

Figure 2.8: Vaccine Equity: Impact of prioritization under historical u vaccine uptake

at the state and subpopulation levels. Panel (a) provides state level results, and panels
(b)—(d) provide results strati ed by race /ethnicity. Source: data shown are generated from
the agent-based simulation model across 45 replications. Notes: each panel shows the
average age-adjusted infection attack rate (x-axis) and the average age-adjusted death rate
(y-axis) with 95% con dence intervals represented with ovals, with scales consistent across
all similar gures.
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A total of 6 additional prioritization scenarios are shown in Figure A.14. Among the
scenarios, Essential-Age reduced morbidity the most for the state level population and at
the subpopulation level. Age—Essential and Essential-Age reduced mortality the most for
the state level population and at the subpopulation level with historical u vaccine uptake.

Effect of Vaccine Uptake and Susceptible-only Vaccination on Outcomes: At the state
level (Figure 2.9a), increased uptake in the HMPs reduced deaths by 2.6% or 472 deaths
prevented and did not signi cantly increase the infection rate compared to baseline uptake.

At subpopulation level, we saw that increased uptake corresponded to signi cant reductions

in both morbidity and mortality for the Black, Hispanic, and other populations: 9.4%, 8.9%,
and 6.7% reduction infections and 18.9%, 17.8%, and 12.5% reduction in deaths, respectively
(Figure 2.9c). Compared to the White population, the Black, Hispanic, and other populations
had 9.3%, 7.9%, and 9.0% fewer infections. Despite the reduced infection rate, the Black
population had 2% more deaths while the Hispanic and other populations had 9.8% and
7.2% fewer deaths under the increased uptake scenario compared to the White population.

Figure 2.9(a) shows that susceptible-only distribution could lead to additional reduc-
tion in morbidity and mortality, at the state level, and for each subpopulation. There was a
4.6% and 3.8% reduction in infections and deaths, respectively, relative to the historical u
vaccine uptake scenario. At the subpopulation level, Figure 2.9(d) shows that susceptible-
only distribution led to a signi cant reduction in morbidity for the Black, Hispanic, other,
and White populations: 3.5%, 4.2%, 3.9%, and 5.1%, respectively, and a signi cant reduc-
tion in mortality for the Black and White populations 4.0% and 4.2%, respectively. For
Age—Essential, there was no reduction of disparities associated with susceptible-only distri-
bution alone.

When susceptible-only distribution and increased uptake in HMPs were operationalized
simultaneously, the greatest reduction of morbidity and mortality relative to the baseline
scenario was observed. Atthe state level, there was a 13.8% and 14.1% reduction in infections
and deaths, respectively (Figure 2.9a). By subpopulation, the Black, Hispanic, other, and
White populations' morbidity and mortality were reduced by 25.4%, 25.7%, 22.8%, and
13.1% and 25.2%, 27.2%, 21.1%, and 7.6%, respectively (Figure 2.9¢e). Despite the large
reductions, the Black population continued to have the highest death rate. Results for 16
other scenarios are in Figures A.15 and A.16.

Figure 2.10 shows the equity gap pre and post-vaccine administration. Under vaccina-
tion prioritization scenarios without increased uptake in HMPs, the equity gap increased
signi cantly relative to the pre-vaccine values. When uptake is increased to 100% in HMPs,
the Hispanic and other populations achieved lower death rates than the White popula-
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Figure 2.9: Impact of vaccine uptake and susceptible-only distribution at the state and
subpopulation levels. Panel (a) provides state level results, and panels (b)—(e) provide
results strati ed by race / ethnicity. Source: data shown are generated from the agent-based
simulation model across 45 replications. Notes: each panel shows the average age-adjusted
infection attack rate (x-axis) and the average age-adjusted death rate (y-axis) with 95%
con dence intervals represented with ovals, with scales consistent across all similar gures.
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tion. However, the Black population still faced signi cant disparities in the age-adjusted
death rate relative to the White population under all scenarios. Figures A.3 and A.4 show
the corresponding graphs for cumulative age-adjusted infection and hospitalization rates,
respectively. Additionally, Figures A.5 and A.6 show estimates of the difference in years of
life lost rate per 100,000 by age group and race / ethnicity as an additional quanti cation of
disparities.

Figure 2.10: Equity gap from the White population for each HMP by vaccination scenario.
Source: data shown are generated from the agent-based simulation model across 45 replica-
tions. Notes: equity gap is de ned as the difference in cumulative age-adjusted death rates
between the White and each HMP. The y-axis indicates the vaccination scenario. Figure
contains the corresponding 95% con dence intervals.
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Discussion

Using our agent-base simulation model for North Carolina, we compared several COVID-19
vaccination strategies. We found that prioritization schemes that did not incorporate in-
creased uptake in HMPs did not reduce disparities and may further exacerbate pre-vaccine
disparities. For infections, hospitalizations, and deaths, the results showed an increased
age-adjusted equity gap for HMPs, unless there is increased uptake. At the extreme, we
found that, even with universal uptake, the Black population continued to have a higher
post-vaccine death rate than the White population. Although equity was one of the tenets
of vaccine distribution (CDC 2021c,b; Dooling et al. 2021), the current distribution strategy
outlined by federal agencies is insuf cient to reduce disparities between racial and ethnic
groups that existed pre-vaccination.

We captured multiple factors that impact disease burden by race /ethnicity. We saw
HMPs face greater workplace exposure due to their disproportionate essential worker status
in the model (Figure A.7) (McNichols and Poydock 2020). The Hispanic population has
larger average household sizes (Figure A.8) (U.S. Census Bureau 2017), and the Hispanic and
Black populations have a younger average population (Figure S5 A.8) (U.S. Census Bureau
2017). These factors correspond to more interactions which to disease spread in the model.
The Black population has a higher rate of diabetes for both 20—64 and 65 + adults (Figure A.9)
(United Health Foundation 2021). The diabetes rate in combination with essential-worker
mobility, contributes to the high death rates relative to other populations and the equity gap
observed prevaccination (Figure 2.10). When risk factors are coupled with lower historical
uptake (CDC 2021e) and biases that result from age prioritization in a population where
Whites comprise the majority of the older population (U.S. Census Bureau 2017), HMPs
may face increasing disparities (Figure 2.10). In addition to these risk factors, others such
as systemic racism likely exacerbate disparities in morbidity and mortality.

Our ndings were consistent with the previous studies that showed prioritizing the
older adult population is important for reducing mortality at the state level (Reitsma et al.
2021; Bubar et al. 2021; Ferranna et al. 2021). Further, our study suggested increasing
uptake in HMPs is critical for reducing disparities in COVID-19 morbidity and mortality.
Under constrained supply, our analysis showed that leveraging natural immunity through
susceptible-only distribution is critical to have in combination with increased uptake to
reduce morbidity and mortality for all subpopulations. These operational vaccination
strategies would not have required additional vaccine supply, yet they could have averted
830K infections and 2,700 deaths compared to the baseline. Such strategies, however, might
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require additional laboratory infrastructure to con rm existing immunity, which may not be
feasible, especially in rural and resource-limited areas. To improve uptake, both access and
vaccine hesitancy must be addressed with equity-focused public health policy (Reitsma
et al. 2021; Salmon et al. 2021; Finney-Rutten et al. 2021; Shen et al. 2021). This could
take the form of mobile vaccine clinics, removing barriers to appointment-scheduling or
registration, providing multilingual communication on registration and vaccine safety,
extended operational hours, paid time off, or travel expense compensation (CDC 2021c;
Shen etal. 2021; Prince Council George County 2021; The White House 2020; Oregon Health
Authority 2021; Permanente 2021). Additional approaches could include interpersonal
communication with healthcare professionals that focus on personal bene ts of receiving

a vaccine and working to dispel misinformation regarding the vaccine's safety and ef cacy
(Finney-Rutten et al. 2021; Chou and Budenz 2020; Freeman et al. 2021). The challenge of
reducing disparities is made more dif cult by the fact that there is incomplete data (e.qg.
limited breakdown by characteristics like race / ethnicity) across the nation on who has had
COVID-19 and who has been vaccinated. Collecting data on race /ethnicity systematically
across the USA should be encouraged during national emergencies and in other health
applications, to monitor inequities and inform efforts to reduce them.

2.4.3 Vaccinating children against COVID-19 is crucial to protect schools

and communities
Introduction

This analysis was conducted from July 2021 through December 2021. Up until this point
in the pandemic, vaccination had shown to be effective in reducing the transmission of
SARS-CoV-2 and improving outcomes in those who develop COVID-19 (CDC 2021h). At
the time of this analysis, the CDC Advisory Committee on Immunization Practices (ACIP)
extended vaccination recommendations (CDC 2021a) to include children ages 5 to 11-years-
old (FDA 2021), which renewed discussion of what role nonpharmaceutical interventions
(NPIs) should continue to play, particularly whether masks should be worn in schools (NC
DHHS 2021). The CDC recommended universal masking for all eligible staff and students
regardless of community transmission levels due to the variability of mixing between
vaccinated and unvaccinated individuals in school settings (CDC 2021f). Yet, state public
health agencies had updated their guidelines and recommended that schools consider
levels of community transmission when contemplating the decision to enforce masking in
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schools (NC DHHS 2021). As of 2021 November 5th, only 16 states were enforcing a mask
mandate in schools regardless of vaccination status (Center for Dignity in Healthcare for
People 2021), with many states, such as Alabama, Georgia, and North Carolina, allowing
counties to decide their masking policies (Zalanick 2021). Speci cally for North Carolina,
school boards had to meet at least once a month to vote to continue enforcing masking
policies on school grounds (Assembly 2021).

Previous work had shown that masks were effective at slowing infection transmission
in the community and schools (Zhang et al. 2022), and that increased vaccine uptake was
required to reduce infections when NPIs, such as masks, were lifted (Patel et al. 2021). In the
face of slowing vaccination among previously eligible individuals and more transmissible
variants, studies need to estimate the impacts of alternate child-facing interventions (NPIs
and vaccination) on community transmission and COVID outcomes to inform decision-
making. A recent study used an agent-based simulation model of the United States to assess
the impact of testing and contact tracing strategies to identify and isolate presymptomatic
and asymptomatic infections in children before the emergence of the Delta variant. They
describe this as a proxy for their vaccination, as vaccines were not available at the time for
children. They found that speci c interventions for children were required in addition to
adult vaccination to control disease outbreaks in the broader community (Moghadas et al.
2021). While this study highlighted the need for targeted intervention strategies for children
when vaccines were unavailable, it did not explicitly consider their vaccination status.
Another study using an agent-based simulation for Australia concluded that vaccinating
ages 5to 11 and 12 to 17 could signi cantly reduce COVID-19 cases and hospitalizations
under the Delta variant. They found that fully vaccinating 90% of the children and adults is
effective at averting all future COVID-19 deaths. However, it did not evaluate the impact of
removing or adding masks in schools (Milne et al. 2022). Round 9 results from the Scenario
Modeling Hub ensemble model indicate that if childhood vaccinations follow observed
adolescent vaccinations, by March 2022, they could reduce the total COVID-19 deaths
by 3.5% or 2% if there is or is not a new, more infectious variant than Delta, respectively
(Borchering et al. 2021). However, they do not quantify the impact of varying vaccination
rates or the use of masks.

Given the fall / winter 2021 pandemic context in which adult vaccination is leveling out
and communities are facing increased infectivity and breakthrough risk of newer variants
(Delta and Omicron), we used an agent-based simulation model to project the impact of
child and / or adult vaccination uptake in combination with masking policies on COVID-19
outcomes. To the best of our knowledge, this study is the rst to consider the joint impact
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of increasing county-level vaccination rates across speci ¢ age ranges, including children,
and masking policies in schools and workplaces on community-wide COVID-19 incidence,
hospitalizations, and mortality.

Scenario Design

We evaluated the impact of six vaccination uptake settings and four mask compliance
settings within schools, 24 total scenarios, on community transmission of COVID-19. For
age groups 5to 9 years and 10 to 19 years, we tested vaccination levels that are a percentage
(50%, 75%, and 100%) of the 20 to 64 year age group's observed vaccination at the county
level. We forecasted county-speci ¢ vaccination demand for 12 months for age groups 20 to
64 and 65+ using the average vaccination rate for each age group observed in July 2021 (N.
C.DHHS 2017). The new age group's (5 to 11 years) vaccine eligibility begins 2021 November
15. Additionally, we simulated a 50% and 75% increase in uptake from the forecast for the
20+ eligible population, with children's and adolescents vaccine uptake equal to the adult
level. Finally, we simulated no vaccine uptake in the 5 to 9 year age group as a control. Figure
2.11 shows the mean, maximum, and minimum simulated vaccine uptake over all ages
across the 100 counties in North Carolina over time. Figure A.13 shows observed vaccine
uptake by age through 2022 April 14, for reference. Simultaneously, we tested four masking
scenarios, in which masks either remain in place (100% adherence in schools and 70%, 60%,
and 50% adherence in workplaces in urban, suburban, and rural census tracts, respectively)
(Reinhart et al. 2021) or are removed in schools (retained in workplaces) on either: 2022
January 1, 2022 March 8 ( % between January 1 and April 1), or incrementally between
January and April. In the incremental removal scenario, 50% of current mask wearers in
schools stop wearing their masks each month from 2022 January 1 through 2022 April 1,
leaving approximately 5% of the school-aged population wearing masks.

The outcomes studied were the cumulative rate of infection per 100,000 by age group,
and the current number of people hospitalized. The infection rate was the primary disease
metric that can be compared across age groups due to the low hospitalization and mortality
rates of children ages 5 to 19. The current number of people hospitalized, emphasizing
peak hospitalizations, provided insights into the stress applied to the medical system. If
the hospital systems becomes overwhelmed, it can result in reductions in quality of care
and excess mortality (Eriksson et al. 2017). NPI and pharmaceutical interventions aim to
slow the spread of COVID-19 to prevent hospitalizations from exceeding hospital capacity
(CDC 20219).
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Figure 2.11: County-level proportion of total population fully vaccinated over time. Values
presented correspond to simulation values, where solid lines re ect the mean vaccine
uptake. Dashed lines correspond to the minimum and maximum vaccine uptake across the
100 counties of North Carolina, and the shaded area represents the corresponding range.
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Results

Figure 2.12 shows the cumulative infection rate at the state level and by age group for all
masking and vaccination scenarios. If masks were removed in schools on 2022 January 1,
the infection rate for age group 5 to 9 would increase by 45%, 38%, and 31% when vaccine
uptake among children and adolescents is 50%, 75%, and 100% of the adult vaccination
uptake compared with masks remaining, respectively. Similarly, we observed the infec-
tion rate increased by 35%, 28%, and 23% for the age group 10 to 19 when vaccine uptake
among children and adolescents was 50%, 75%, and 100% of the adult vaccination uptake
when masks were removed in January. If masks were removed 66 days later on 2022 March
8, we observed an average 3.5% lower cumulative infection rate in children 5 to 19 than
compared to removing masks on 2022 January 1, over all vaccination scenarios. Addition-
ally, we observed that if masks were removed in schools on 2021 January 1, the infection
rate increased by 9% to 12%, 8% to 12%, and 13% to 19% for 20 to 64, 65+, and the total
population, respectively, depending on the rate of vaccination uptake in children.

When the vaccine uptake was increased by 50% and 75%, we observed 13% and 9%,
9% and 6%, 5% and 3% increases in infection rate when masks were removed in January
2022 for age groups 5t0 9, 10 to 19, and the total population, respectively. When children
ages 5 to 9 have vaccination uptake that is 50% of adults, we observed an average reduction
of 7% for the cumulative infection rate for the total population overall masking scenarios
compared with no childhood vaccination.

Figure 2.12 also shows the cumulative infection rate at the state level and by age group
for scenarios with incremental mask removal in schools. We observed that under the incre-
mental mask removal, the infection rate for age group 5 to 9 increased by 39%, 32%, and
26% when vaccine uptake among children and adolescents was 50%, 75%, and 100% of
the adult vaccination uptake compared with masks remaining, respectively. Similarly, we
observed the infection rate for 10 to 19 increased 30%, 24%, and 19% when vaccine uptake
among children and adolescents was 50%, 75%, and 100% of the adult vaccination uptake.
Additionally, we observed that the infection rate increased by 7% to 11%, 7% to 10%, and
11% to 17% for 20 to 64, 65+, and the total population, respectively, depending on the rate
of vaccination uptake in children, compared to when masks remained. When the vaccine
uptake for everyone was increased by 50% and 75%, we observed 9% and 6%, 6% and 4%,
and 3% and 2% increases in infection rate when masks were removed for age group 5to0 9,
10to 19, and the total population, respectively. Incremental mask removal led to an average
3.2% and 1.5% reduction in infections for children ages 5 to 19 and the total population
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compared with universal mask removal on 2022 January 1, overall vaccination scenarios.
Figure 2.13 shows the number of people requiring hospitalization with COVID-19 over-
time for all masking and vaccination scenarios. By removing masks on 2022 March 8, 66
days after 2022 January 1, the 2022 peak hospitalizations were reduced by an average of
60% across all vaccination scenarios. Similarly, under incremental removal of masks, peak
hospitalizations were reduced by an average of 39% across all vaccination scenarios com-
pared with universal removal on 2022 January 1. When children ages 5 to 9 have vaccination
uptake, that is 50% of adults, we observed an average 35% reduction in peak hospitalizations
overall masking scenarios compared with not vaccinating this group. Additionally, without
increased vaccination uptake in the adult population, a 25% increase in child vaccination
uptake from 50% to 75% uptake and from 75% to 100% uptake relative to the adult pop-
ulation led to a 27% and 20% or 42% and 46% decrease in peak hospitalizations in 2022
across scenarios when masks were removed 2022 January 1 or 2022 March 8, respectively.
Further increasing vaccine uptake can lead to an average decrease of 83% and 87% in peak
hospitalization when vaccination uptake is increased by 150% and 175% for the entire
eligible population, respectively, across all masking scenarios compared to scenarios where
no children are vaccinated. Sensitivity analysis of masking ef cacy, adherence rates, and
transmissibility of the delta variant is available in Table A.21 and Figures A.14, A.15, A.16.

Discussion

As of December 2021, much of the United States was still in the midst of the COVID-19 wave
associated with the increased infectivity of the Delta variant; simultaneously, children ages 5
to 11 had become a new eligible population for vaccination. This work estimated the impact
of the vaccine uptake in children and mask policy in schools, indicating that high vaccine
uptake rates in children must occur to reduce the impact of mask removal. If masks are
removed in schools, we expected to see increased infections and hospitalizations in school-
aged populations and the community regardless of how long mask wearing in schools
was retained (up to March 8th). Under all three mask removal strategies, we observed
similar cumulative infection rates in each age group (Fig. 2.12). Therefore, vaccine uptake
in children and adolescents equivalent to adults must be achieved to reduce the impact of
mask removal and avoid triggering new spikes with associated surges in hospitalization.
Increasing vaccination uptake among child populations (age 5to 11) led to reductions in
infections and hospitalizations for all age groups in the community. We saw increasing
vaccine uptake among all populations could have further reduced the COVID-19 burden.
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Figure 2.12: Cumulative infections per 100,000 population. Columns disaggregate the
infection rate by age group, where “All Age Groups” reports the state-level infection rate.
Rows separate scenarios by masking status. Each subgraph presents six vaccine uptake
settings. The red dotted line corresponds to the estimated true infection rates for validation.
Each scenario is accompanied by a 95% CI (shaded band).
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Figure 2.13: Number of individuals currently hospitalized. Rows separate scenarios by
masking status. Each subgraph presents six vaccine uptake settings. The red dotted line
corresponds to the observed hospitalizations for validation. Each scenario is accompanied

by a 95% CI (shaded band).
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Achieving high vaccine uptake in children was and remains challenging as COVID-19 has
disrupted other routine childhood vaccinations (Desilva et al. 2022). School survey studies
had shown hesitancy within child and adolescent populations to get the COVID-19 vaccine,
highlighting possible disparities between already under-vaccinated populations and the
need for speci ¢ interventions to increase uptake (Fazel et al. 2021). Survey results in the
United States from October 2021 indicated that roughly 3 in 10 parents are “de nitely not”
going to vaccinate their children 5to 11 or adolescents 12 to 17 (Kaiser Family Foundation
2021). Similarly, survey results indicated adults were still face similar vaccine hesitancy
issues, with roughly 14% indicating they will “de nitely not” take the COVID-19 vaccine
(Kaiser Family Foundation 2021). This work supported increasing vaccine uptake in children
and adults as it could avert cases, hospitalizations, and deaths within the community. Given
the challenges in increasing uptake in children and adults, this work supported masks
remaining in place in schools.

We did not account for the impact of future variants (i.e., Omicron), which were more in-
fectious and resistant to immunity vaccination and previous infection. The introduction of
amore infectious or immunity escaping variant would increase the impact of mask removal
in schools and lower vaccine uptake. If variants escape natural and vaccine immunity, NPIs
would be critical for controlling transmission, similar to what was observed at the beginning
of the pandemic (Rosenstrom et al. 2021; Bo et al. 2021). While only North Carolina was
modeled here, the ndings are generalizable as the underlying model structure can apply
to any state. Additionally, North Carolina is representative of the United States with similar
demographic characteristics, major industry activity (NC DACS 2021), and representative
population urbanicity (U.S. Census Bureau 2017).

2.4.4 County Level Decision-making

From July 2020 through December 2021, the COVSIM team collaborated with local county
health departments and disseminated results from analyses described in Section 2.4.1 and
2.4.2 with local decision-makers. We found that there was often a desire to have modeling
support for policy advocacy at the local level, as limited resources within local health
departments constrained in-house modeling efforts. We met with nine local county health
departments 17 times to discuss and disseminate results. We met with four additional local
stakeholder groups, including a hospital directors group and the North Carolina all-county
health departments meeting to share our ndings and learn from stakeholders' expertise.
Additional, qualitative insights from these meetings can be found in Johnson et al. (2022).
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A critical aspect of the modeler / stakeholder relationship is trust. We found this could
be established through maintaining open and frequent communication with stakeholders
through virtual meetings and email and through genuine enthusiasm to aid the stakeholder
in decision-making. Additionally, establishing that insights are bi-directional between the
modeler and stakeholders through actively listening to and incorporating insights and
feedback from stakeholders into the model can aid in establishing trust. Insights from local
county stakeholders informed our masking uptake within the population by urbanicity
prior to reliable data sources being available.

Incorporating geographic heterogeneity has been essential to show that attributes of the
stakeholder's county are being directly considered in the model. There was often skepticism
that state-level effects would translate to counties in the same way. Showing that disease
spread within the county is captured prior to showing the consequences of various scenarios
made the impact of scenarios more believable. The major trade-off associated with working
with local county stakeholders is the time commitment required to develop this level of
trust and model calibration. This led to us developing a higher delity model of North
Carolina rather than expanding to the national level.

Another key lesson from local county stakeholder interaction was ensuring the model
and modeling results were interpretable. We found that the agent-based simulation model
was interpretable, given the direct representation of agents and their behaviors. We found
it important to discuss and present the model implementation in layperson's terms as
a technical and / or too generic explanation overwhelm stakeholders. We also found it
important to frame our objective of scenario-based modeling and differentiate it from
forecasting prior to modeling and results discussion. We often described scenarios as guard
rails on the disease trajectory, and focusing on behavioral scenarios allowed us to describe
the bene ts of motivating county population behavioral changes with respect to disease
spread. For results, we found that describing results in easy-to-understand and actionable
terms increased the appeal of our work. This often translated showing cumulative results
or translating results into key takeaway statements of the form of if-then scenarios, e.g., “If
you increase mask-wearing by X% you can decrease deaths within the county by Y%."

2.4.5 Limitations

Our model has some limitations, many of which are motivated by the time pressures of
operating during an ongoing pandemic and the ever-evolving state of knowledge of COVID-
19. When balancing various objectives, we consistently faced a tradeoff between increasing
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model granularity and precision while making timely insights for COVID-19 public health
challenges. One way this manifested was through the parameterization of various disease
parameters, especially in the face of additional variants. We note that the best parameter
estimates will represent people across an entire population (e.g., not biased by convenience
samples, be strati ed by age, and account for immunity pro les). Considering the values
reported in this article, the probability of developing symptoms could be high for recent
variants, and the incubation period may be long. Additionally, it would be more realistic to
sample the time in the presymptomatic state from a distribution if reasonable estimates of
the latent period can be obtained. This would lay the groundwork for using the model to
evaluate quarantining and isolation policies.

Another parameter limitation is generated from incorporating several parameters from
previous pandemic models and early COVID-19 modeling that were not subsequently
reparameterized as more information on disease spread became available. This primarily
manifests through the parameterization of ry y as asymptomatic infections likely generate
a larger proportion of infections than is modeled. We also do not have values to differentiate
the relative hazard of children and adult interactions in the peer group and community.
Additionally, given recent literature about contact patterns during this pandemic, adult
peer group sizes may need to be reparameterized. Despite the data challenges around
empirically determining several of these values, a thorough analysis will be conducted to
reparameterize these values.

The fast-paced working conditions also manifested through various computation chal-
lenges. We use a scaled agent population to represent the entire state of North Carolina to
reduce the runtime and memory requirements of our model. While we randomly sample
unique populations for each replication from independent empirical distributions, we
implicitly assume that the underlying dynamics of the scaled population are the same
as the scaled population. An additional challenge was the model calibration, which was
done manually rather than using an optimization algorithm. This limits the number of
parameters we can reasonably search using grid-based methods. A prime example of this
manifests through our limited parameterization of the impact of previous immunity. We
model vaccines and previous infections to confer the same immunity each time immunity
is gained, and only the probability of entering various disease states is reduced due to
previous immunity. In the future parameters could be based on the full immune history or
speci cs of variants.
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2.5 Conclusion

In this chapter, we describe the methodology, evolution, and uses of the COVSIM model to
address population and subpopulation level health challenges posed by the communicable
disease, COVID-19. We describe the implementation of multiple agent attributes (i.e., age,
race/ ethnicity, high risk medical status), census tract-level interaction network, disease
state network, agent behavior (i.e., masking, Pl uptake, quarantine, mobility), and variants.
Through our high resolution modeling of agent population and their behavior, were able to
support decision-making for multiple NPI and PI policy challenges (Section 2.4.1 and 2.4.3.
We also leverage COVSIM to address equity associated with various vaccine prioritization
strategies . We were able to demonstrate the disparities between race /ethnicity groups and
explore the what actions would be require to mitigate the disparities in disease burden
(Section 2.4.2). Table 2.5 highlights various attributes of each of the publications presented
in this chapter. In all three cases, we considered subpopulation attributes in the scenario
design or results strati cation, and we captured uncertainty of COVID-19 disease spread
by reporting con dence intervals for all aggregated results. In two of the three papers
we conducted sensitivity analysis on disease parameters to show the robustness insights
gained from the simulation experiments.

There still remain multiple large challenges that the COVSIM model is set up well to
address. In Chapter 3, we inform threshold-based NPI policies which mitigate uncertainty
about the appropriate actions when there are new epidemic waves. To do this, we utilize
the COVSIM model and multi-objective optimization techniques to support large-scale
NPI policy optimization efforts, which provide insights about thresholds for disease spread
at the state level. Additionally, there remains a gap in the literature and public health policy
with respect to the impact of population heterogeneity on disease spread, particularly with
respect to race and ethnicity. In both retrospective and forward looking analysis, there
is a need to understand why disparities between groups occurred and how they can be
corrected. Additional heterogeneities include urbanicity, income level and even political
af liation. Again given the exibility of the agent-based simulation approach, the COVSIM
model is well suited to address these challenges.
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CHAPTER

3

AN AGENT-BASED DISEASE SIMULATION
METAMODEL FRAMEWORK TO ASSESS
INTERVENTION POLICES

The WHO de nes pandemic fatigue as distress that can result in demotivation to follow
the recommended protective behaviors WHO (2021). This leaves the population exposed
to rapid disease spread caused by emerging variants and waning immunity, as was ob-
served during the initial Omicron (B.A. 1) surge in December 2021 (N. C. DHHS 2017).
Without protective behaviors in place during one of these surges, increased morbidity and
mortality is likely to be observed. The pandemic fatigue phenomenon has been observed
for both pharmaceutical interventions (PI) and nonpharmaceutical interventions (NPI)

in the United States. For example during the Omicron surge, health organizations world-
wide warned of the high transmissibility and immune escape characteristics, but mask
adherence during this time was 75% of that observed during the previous Alpha variant
emergence (Reinhart et al. 2021). The Alpha variant emerged only a year prior and was far
less transmissible. Regarding testing, drops in testing rates of more than 70% were observed
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in the United States globally during early 2022 (Usher 2022). Similarly throughout 2022, the
United States observed high levels of testing positivity as testing rates dropped but disease
spread remained high (John Hopkins University 2022). For Pls, pandemic fatigue has been
observed as vaccination rates have stalled within younger age groups, and the number of
individuals receiving subsequent booster doses has decreased with each release despite
widespread supply (CDC 2024).

The challenge of pandemic fatigue motivates two objectives: minimize the burden of
disease spread and minimize the social burden of protective behaviors. We hypothesize
that a policy that is dynamic according to the state of the pandemic can solve this problem.
Protective behaviors can be lifted when there is low disease spread, and they can be put in
place when there is high disease spread. In theory, this would balance these two objectives
and prevent poor adherence in emergencies when exceeding capacity can lead to excess
hospitalizations. We propose a dynamic NPI policy (DNPIP) for robust dynamic strategies
that simultaneously address the social and disease burden. Selecting a policy that balances
social and disease burden depends on the relative weight associated with each outcome,
which is often challenging to evaluate empirically and ethically. Additionally, dynamic
policies can be challenging to implement due to the potential for a lack of interpretability
and contextual dependencies. The ideal properties of a DNPIP would allow for low levels of
adherence when there is low disease transmission and higher levels of adherence when there
is high disease transmission, and it would be limited to a small number of incremental steps
between these levels to avoid unnecessary complexity. This would motivate individuals to
adhere to guidelines when they are recommended, as it is not inde nite.

3.1 Structure of a DNPIP

Our DNPIP has a four-level structure with NP1l adherence tailored by age group as shown in
Table 3.1. In this policy, we use the 7-day rolling average number of people currently hospi-
talized, H, as our metric of disease burden. This is similar to the new hospital admissions
metric used in the CDC community guidelines (CDC 2022). It is a more reliable proxy than
infections which suffer from ascertainment challenges (Russell et al. 2020) and cases which
suffer from dynamic testing behavior (John Hopkins University 2022). Depending on the
value of H relative to our policy thresholds, T,, T,, and T3, we prescribe a masking uptake for
each age group. These three thresholds de ne four levels of disease spread in terms of the
hospitalizations. Let M; ; de ne the masking uptake ateachlevel | of disease spread for age
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group i where i 21 = fc (children), t (teenagers), a (adults)gand j 2 J=11,2,3,4g The
dynamic nature of the policy arises when the observed hospitalizations cross a threshold,
as the masking level within each age group directionally changes accordingly.

Table 3.1: Dynamic NPI Policy Structure

Level 1 Level 2 Level 3 Level 4
Hospital Capacity Condition H T, T,<H T, T,<H T; T3<H
Children Masking Uptake M1 M., M3 M4
Teen Masking Uptake \Y/ M, M 3 My 4
Adult Masking Uptake Mg Mao Mg Ma 4

3.1.1 Solution Approach

In Chapters 3 and 4, we develop a framework to identify optimal DNPIP policies with the
described structure that balance the competing objectives of disease burden and burden of
NPl usage. As further discussed in Section 3.2, simulation optimization is a common solu-
tion approach for this type of public health problem. In this context, the simulation models
disease spread corresponding to a DNPIP, and an evolutionary optimization algorithm is
used to approximate a Pareto optimal solution set by iteratively evaluating and improving
policies. Figure 3.1 shows an example of this framework.

Given the age-dependent structure of the policy, an ABM, like COVSIM, is a reasonable
choice to evaluate policies, as it can directly model individuals and subpopulations masking,
as discussed in Section 2.3. While ABMs are accurate and often interpretable simulation
models, they can have the drawback of being computationally expensive, often requiring
a high-performance computing platform to handle the computation time and memory
requirements at scale. This becomes a major limitation in optimization problems in which
decision-makers would conduct sensitivity analysis on key parameters in the objective
function or explore a set of objective functions. The simulation-optimization approach
would require multiple rounds of simulation optimization, which would be computationally
expensive. To address these computational challenges, we use a metamodel for simulation
optimization framework, also shown in Figure 3.1, to identify optimal DNPIPs. In this
framework, we train a metamodel to predict simulation output. This metamodel captures
the knowledge embedded in the detailed agent-based simulation model but is signi cantly
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faster as an evaluator in the multi-objective optimization algorithm. This, in turn, makes
sensitivity analysis or studying a set of objective functions computationally tractable. In
this Chapter, we develop a metamodeling framework, addressing the various challenges
associated with our problem, and we use this metamodel to identify optimal DNPIPs in
Chapter 4.

Figure 3.1: Simulation optimization framework versus metamodel for simulation opti-
mization framework

3.2 Literature Review

Given the interconnectedness of Chapters 3 and 4, we separate the two literature reviews
along the lines of policy optimization. In this Chapter, we review literature relevant to simu-
lation metamodeling and its applications. We also review literature for metamodel ~ / machine
learning model development to address problem speci c complexities. Speci cally, these
are constrained space- lling sampling and genetic programming for neural network ar-
chitecture design. In Chapter 4, we review multi-objective optimization methods, optimal
epidemic control, and metamodels used in multi-objective optimization for public health
applications.
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3.2.1 Metamodels for Simulation

Simulation models fundamentally aim to capture the dynamics of real-world systems by
mapping sets of inputs to outputs. These models often include stochasticity and dynamics,
which are dif cult, if not impossible, to handle via an analytical model. Additionally, these
models can be large and computationally intensive. However, there are any number of
models that can be applied to map inputs to outputs given a dataset. When these are applied
to simulation models they are referred to as metamodels or surrogate / emulator models. Itis
common for these to be regression or machine learning models, which are faster to evaluate
than the full simulation model. Per Friedman (2001), simulation metamodels are useful to
enhance the interpretability of model dynamics, conduct sensitivity or factorial experiments
on parameters, answer what-if questions or test hypotheses, solve inverse problems (i.e.,
generate inputs from a set of outputs), and optimization. Our primary metamodel use
case will be the multi-objective optimization of DNPIPs. Barton and Meckesheimer (2006)
provide an overview of using metamodels for optimization, and we discuss the subject
further in Section 4.2. Metamodels have been applied to capture simulation dynamics
in a broad array of application settings, including energy modeling (Roman et al. 2020),
manufacturing systems (Raith et al. 2021), system design (Wang and Shan 2006), and
software engineering (Fatehah et al. 2021) to name a few. Common metamodels found
in the literature are Gaussian process or Kriging models, linear or polynomial regression
models, and gradient boosting (Pietzsch et al. 2020), all of which are studied in this work
along with arti cial neural network metamodels.

As discussed in Chapter 2, simulation models are a common approach to inform public
policy around the spread of infectious disease, yet a literature review of metamodeling
applied to health economic simulations noted that metamodeling is still in its infancy in
the health domain relative to other areas (Degeling et al. 2019). Additionally, many disease
simulations, like the one presented in Chapter 2, are agent-based. While metamodels have
been indicated to have utility for agent-based models (Pereda et al. 2017; van der Hoog
2019; Borgonovo et al. 2022; Gherman et al. 2023), only in the past few years have we seen
metamodels applied to health contexts or agent-based models (Angione et al. 2022). In
Angione et al. (2022), authors apply multiple common metamodels to an agent-based
simulation model, including arti cial neural networks. They claim they are the rstto apply
arti cial neural networks as a metamodel of an agent-based model in human social systems.
They nd that arti cial neural networks outperform the other common metamodels and
use the model to conduct sensitivity analysis and model calibration. In general, arti cial
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neural networks have a long history of use as simulation metamodels (Fonseca et al. 2003),
but a review of metamodeling methods to agent-based models indicates that they have
not been studied (Pietzsch et al. 2020). In our work, we extend the application of arti cial
neural network metamodels to an agent-based model of disease spread to inform disease
control. To the best of our knowledge, no neural network metamodels have been used to
approximate agent-based simulation models of airborne disease transmission.

Metamodels have been applied to various types of disease models (including agent-
based models) in order to improve interpretability or calibrate the models. Relevant exam-
ples include Fadikar et al. (2018); Buckingham-Jeffery et al. (2018); Machi et al. (2021), who
apply Gaussian process regression for agent-based disease model calibration. Speci cally,
in Fadikar et al. (2018), authors estimate functional quantiles of epidemic curves using
Gaussian process regression. While in our work we also predict quantiles of disease trajec-
tories, our predictor variables are disease control policies rather than disease attributes. We
also study a suite of metamodels rather than just the Gaussian process regression model.
Metamodels have been applied to non-agent-based disease models as well to conduct
sensitivity analysis and gain insights into model dynamics (Trostle et al. 2022; Sai et al. 2019;
Weyant et al. 2023; Zhu and Sudret 2021; Fadikar et al. 2023). Speci cally in Fadikar et al.
(2023), authors extend the standard Gaussian process metamodel calibration approach to
consider trajectory optimization rather than a least squares error. Other examples in health
include Dancik et al. (2010); Larie et al. (2021) and Vahdat et al. (2023), who develop meta-
models to model the dynamics of non-communicable diseases simulations and calibrate
those models. In all cases, the authors derived extreme utility from the metamodel to speed
up the calibration and analysis process. The primary metamodels used in these works are
Gaussian process models, but we note Zhu and Sudret (2021) uses a generalized lambda
model and Vahdat et al. (2023) use arti cial neural networks, which they nd outperform
other common metamodels. It is also worth noting the recent hybrid modeling work like
Dandekar et al. (2020); Gao et al. (2021) and Chopra et al. (2022), which aims to directly
train neural network models from historical epidemiological data. Chopra et al. (2022)
extend hybrid modeling towards unifying arti cial intelligence and agent-based models to
create differentiable agent-based models with arti cial neural networks that learn disease
parameters for deterministic disease models. In general, there are additional examples in
the literature of models that use metamodels to study stochastic models or agent-based
models like Kennedy and O'Hagan (2001); Higdon et al. (2004); Moutoussamy et al. (2015);
Gramacy (2020).
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3.2.2 Metamodel Development Considerations

As described previously, a metamodel is a model that captures simulation dynamics by
mapping simulation inputs to simulation outputs. This model is often a regression or
machine learning model. As with any other regression / machine learning task, important
considerations must be taken involving model training and selection. For our problem,
we have additional complexities for which we will provide additional literature review
that motivated our approach. We refer to Mller and Guido (2016) and Friedman (2001)
for a detailed guide of best practices for constructing a machine learning pipeline and
metamodels, respectively.

Constrained Space- lling Sampling

During the model training step, it is assumed that the data your model is trained on is
representative of the data your model will evaluate when used in practice. In the case of
simulation metamodels, the data must be generated prior to model training. Selecting
the sample of simulated points to train the metamodel then becomes a sub-problem
that ideally should be space- lling. Several sampling alternatives exist for unconstrained
problems like the space- lling Latin hypercube sampling method (Cioppa and Lucas 2007;
Husslage et al. 2011). Generating a constrained space- lling design is more dif cult, and
authors address the problem in various ways. In Dragulji € etal. (2012), authors develop an
algorithm to iteratively extend the dimensionality of the sample, ensuring that points do

not violate constraints and are space- lling. In Trosset et al. (1999), authors formulate the
problem as a non-linear programming problem. This approach becomes computationally
intractable to solve as the problem size increases. Wu et al. (2018) develop an adaptive
evolutionary stochastic algorithm to generate space- lling designs. Finally, there exist
clustering approaches that sample a large number of points and use centroids as the
space- lling sample design (Flury 1990; Lekivetz and Jones 2015). These are generally
computationally ef cient and address both convex and non-convex constraints.

Genetic Programming for Neural Network Design

A metamodel must be selected and ideally tuned to the problem. To algorithmically address
this problem, we use genetic programming. This method extends the fundamentals of the
genetic algorithm to nd a computer program in the space of computer programs that

has high tness Koza (1994). A computer program is a function or model that translates
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inputs to outputs (i.e., machine learning /regression model), and the goal is to nd the
computer program that does this the best. In a sense, genetic programming is closely re-
lated to hyperparameter optimization, for which grid or random search can be effective
when the number of parameters is small. In the case of neural networks, there are a large
number of parameters that can be tuned. The parameters can come in the form of arc
weights between layers and the topology or architecture of the neural network. We focus
on the here on architecture optimization, but evolutionary algorithms have been used
to solve for these arc weights (Schaffer et al. 1992). Typically, neural network architecture
optimization requires expert domain knowledge and extensive trial and error. Automat-
ing this through evolutionary algorithms has been shown to perform well on multiple
types of neural networks, including multi-layer feed-forward neural networks Stanley and
Miikkulainen (2002) and deep learning convolutional neural networks Suganuma et al.
(2017). We refer to Schaffer et al. (1992); Chiroma et al. (2017) for broader reviews of neural
network architecture optimization applications using genetic programming. We leave the
full description of genetic programming to Section 3.3.4.

3.2.3 Contributions

In this work, we exploit the gap identi ed by Pietzsch et al. (2020); Angione et al. (2022)
and apply neural network metamodels to capture the dynamics of an agent-based disease
simulation model. In addition to applying the neural network metamodel to this new ap-
plication domain, we also apply them to a new prediction target, that being the trajectory
output of the simulation model. We extend the analysis of trajectory-based metamodel
prediction of Fadikar et al. (2018, 2023) for agent-based disease models beyond model
calibration / sensitivity analysis to the realm of decision-support. This is evident by our
choice of input parameters as they de ne a policy or set of decision variables for decision-
makers, rather than a set of possible disease parameters. We apply a suite of metamodels
for trajectory-based multivariate regression of agent-based model output and fully charac-
terize key performance measures to distinguish which metamodels perform best for this
prediction problem. We show that our neural network approach has superior performance
relative other commonly used metamodels. We also design a general framework that ad-
dresses the challenges of building a metamodel for epidemic modeling decision-making.
One of these challenges is that policy decision parameters can be non-trivially constrained
relative to the disease attribute parameters that are typically used in disease simulation
metamodeling. This creates an unstudied complexity in disease simulation metamodel-
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ing literature. To address this challenge, we develop an adaptation of the cluster-based
space- lling algorithm for constrained sample design in high-dimensional spaces. Another
challenge for developing neural network metamodels includes architecture optimization.
There exist a large number of architecture combinations, which can be too large to explore
using grid / random approaches. To address this challenge, we develop a hyperparameter
optimization framework using a genetic programming algorithm for arti cial neural net-
work design, which leads to higher quality neural network architectures. This approach can
be used to systematically select neural network metamodels for other prediction problems.

3.3 Methods

In this chapter, we develop a neural network metamodeling framework to predict the
functional output of the COVSIM simulation over the DNPIP space. With a well-trained
metamodel, we can bypass the agent-based simulation model, making evaluating the
characteristics of the DNPIP disease trajectory more computationally ef cient. We follow
the framework shown in Figure 3.2 to develop this well-trained metamodel. We use a
modi ed version of the Fast, Flexible, Space-Filling algorithm to create a space- lling
design Lekivetz and Jones (2015). This enables us to ef ciently generate a training dataset
in the high-dimensional, constrained policy space. A training dataset mapping DNPIP
input parameters to functional hospitalizations is generated using COVSIM, and given this
dataset, the metamodels can be trained. Our framework uses neural network metamodels
as they can be adapted from multi-output regression tasks, which we use to generate a
functional prediction. We then identify good neural network architectures using a genetic
programming (GP) hyperparameter optimization approach. The predictive power of these
models is compared against a sweet of commonly used metamodeling approaches. The
neural network metamodel is then used to ef ciently conduct multi-objective optimization

to identify DNPIPs that balance the social burden of NPIs and excess hospitalizations above
a hospital capacity parameter as discussed in detail in Chapter 4.

The remainder of this section discusses the proposed policy parameter space and
corresponding sampling approach (Section 3.3.1), the implementation of the DNPIPs
in the COVSIM model (Section 3.3.1, the proposed structure of the neural network and
comparator metamodels (Section 3.3.2), the evaluation of the metamodel performance
(Section 3.3.3, and the genetic programming approach to neural network architecture
optimization (Section 3.3.4).
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